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Abstract

Standard methods for aligning large language models with human preferences learn from
pairwise comparisons among sampled candidate responses and regularize toward a reference
policy. Despite their effectiveness, the effects of sampling and reference choices are poorly
understood theoretically. We investigate these effects through W-Preference Optimization,
a widely used preference alignment framework including Direct Preference Optimization
and Identity Preference Optimization as its special cases. We show that proper instance-
dependent samplers can yield stronger ranking guarantees, while skewed on-policy samplers
can induce excessive concentration under structured preferences. We then analyze iterative
alignment dynamics in which the learned policy feeds back into future sampling and ref-
erence policies, reflecting common practices of using model-generated preference data and
regularly refreshing the reference policy. We prove that these dynamics can exhibit oscilla-
tory instability or entropy collapse for certain parameter choices, and characterize regimes
that guarantee stability. Our results yield practical guiding principles for more robust iter-
ative alignment: avoid fully closed-loop training, and jointly tune the strengths of on-policy
sampling and reference model updates. Simulations and experiments on Qwen2.5-1.5B on
real-world preference data validate our findings.

1 Introduction

Modern large language models (LLMs) need to be aligned with human preferences, social values,
and normative standards to remain reliable [Askell et al., 2021, Bai et al., 2022, Guan et al.,
2025]. A standard approach to alignment is Preference Optimization (PO), which learns from
sampled pairwise preferences between candidate responses while regularizing the policy toward
a reference model [Ouyang et al., 2022, Rafailov et al., 2023, Azar et al., 2024]. A growing
line of work studies how to design samplers to improve PO efficiency, including downstream
task performance [Liu et al., 2023, Dong et al., 2023, Kim et al., 2025, Pan et al., 2025] and
convergence rates [Feng et al., 2025, Shi et al., 2024]. At the same time, empirical and theoretical
studies have identified failure modes in PO, including robustness issues [Chowdhury et al., 2024],
overoptimization [Zhu et al., 2024, Wolf et al., 2025], and diversity loss [Guo et al., 2025, Murthy
et al., 2025]. These findings show that sampler choices, as central parameters that shape the
objective and hence the solution, may improve certain performance metrics, but leave open a
more basic question: how do they alter the learned policy itself, and can they help explain the
failure modes observed in practice?



This question becomes even more urgent in iterative PO practice, where comparison sam-
plers and reference policies are no longer fixed exogenous choices, but are periodically updated
using deployed models [Liu et al., 2023, Dong et al., 2023, Gorbatovski et al., 2024, Hugging
Face, 2026, Kim et al., 2025]. Such workflows create a self-reinforcing loop: the current model
shapes the data distribution and reference policy used in the next update, and seemingly minor
design choices can compound across rounds and thereby steer the future learned policy. Re-
lated concerns have been studied under the broader theme of model collapse, often in settings
where new models are trained on fully model-generated data or under stylized distributional
assumptions [Shumailov et al., 2024, Ferbach et al., 2024]. In contrast, practical PO involves
more general feedback mechanisms: a mixture of on- and off-policy sampling, a partly refreshed
reference, and the PO rules jointly determine the next policy. How these design choices affect
policy collapse and stability remains poorly understood.

In this work, we take a first step toward theoretically understanding these effects in LLM
alignment within the algorithmic framework of WPO [Azar et al., 2024], a broad class of PO
objectives representative of modern alignment methods. Our contributions can be summarized
as follows:

1. We characterize the critical role of sampling in shaping the one-shot PO solution
(Section 3): any fixed sampler can fail to achieve natural ranking desiderata, while instance-
dependent samplers can recover them. We show skewed samplers amplify policy concentration
under natural preference structures.

2. We study iterative PO dynamics where the current policy affects both future sampling
and reference policies (Section 4). The dynamics are governed by the strengths of on-policy sam-
pling, reference refresh, and regularization. We prove that aggressive closed-loop updates can
lead to oscillatory instability under cyclic preferences and to entropy collapse under transitive
preferences.

3. We identify regimes that guarantee convergence and mitigate collapse of iterative PO,
yielding practical guidance for experimental design: avoid fully closed-loop training, preserve off-
policy coverage, and tune reference refresh jointly with on-policy sampling and update strength.
Simulations and experiments on real-world preference data support the theoretical predictions
(Section 5).

1.1 Related work

Preference Optimization (PO). Direct PO (DPO) [Rafailov et al., 2023] is among the
most widely used methods for LLM alignment. It fits policies directly from comparisons under
the Bradley—Terry (BT) model [Bradley and Terry, 1952], providing an efficient implementation
of reinforcement learning with human feedback (RLHF) Ouyang et al. [2022]. Azar et al. [2024]
introduced the PO framework unifying a family of transformed preference objectives, including
Identity PO (IPO) and DPO. We study sampling and reference effects within the general PO
framework.

Sampling effects in PO. Some empirical works study the design of preference samplers to
improve PO outcomes. For example, Liu et al. [2023], Dong et al. [2023] show that rejection-
style sampling can improve performance by concentrating comparisons on more informative
candidates. Kim et al. [2025], Pan et al. [2025] emphasize improving coverage or quality of
sampled responses to enhance performance. Feng et al. [2025], Shi et al. [2024] design samplers
to accelerate the training convergence rate. Although these results are informative, they stop
short of providing a systematic understanding of how sampling shapes the optimizer itself and
how this dependence propagates under iterative deployment.



Online and iterative PO. Recent work studies online preference learning, where each align-
ment round uses newly sampled data from the current or previous policy, and shows that this
approach can outperform purely offline training [Dong et al., 2024, Tajwar et al., 2024, Ye et al.,
2024, Guo et al., 2024, Pan et al., 2025]. Other work develops exploration mechanisms for online
PO [Xiong et al., 2023, Calandriello et al., 2024]. Beyond sampling, several methods update
the reference policy during training: TR-DPO refreshes the reference model [Gorbatovski et al.,
2024], Xu et al. [2024] use moving-average references, and Kim et al. [2025] study online DPO
with previous policies as references. Similar reference-sync mechanisms also appear in widely
used toolkits [Hugging Face, 2026]. We complement these empirical and algorithmic studies with
a theoretical analysis of the closed-loop dynamics induced by iterative sampling and reference
refresh, establishing conditions for convergence, oscillatory instability, and collapse.

Social choice properties of alignment methods. A growing line of research connects
LLM alignment to social choice, asking whether methods such as reinforcement learning from
human feedback (RLHF) [Ge et al., 2024], DPO, and Nash learning from human feedback
(NLHF) [Liu et al., 2025] satisfy basic axioms when viewed as aggregating pairwise preferences.
However, these analyses neglect the effect of sampling, typically assuming an arbitrary given
dataset [Noothigattu et al., 2020], or (implicitly) a fixed uniform sampling distribution [Xiao
et al., 2025]. Besides, little is known about ITPO. We study how sampling affects the social
choice behavior of the IPO solution.

Model collapse in iterative training. Our work is also related to the growing literature
on model collapse and instability in recursively trained generative models. A large body of
recent theoretical work studies collapse under iterative training on model-generated data, often
through stylized distribution-matching settings such as Gaussian, linear, or other simplified
generative models [Shumailov et al., 2024, Alemohammad et al., 2023, Bertrand et al., 2023,
Gerstgrasser et al., 2024, Yi et al., 2025]. These works identify fundamental risks of recursive
data generation, but their mechanisms are relatively far from modern preference-optimization
pipelines. In contrast, we study collapse and instability in iterative preference alignment, where
the feedback loop arises through pairwise sampling, KL regularization, and reference-policy
updates.

Recent empirical studies have observed related failure modes in LLM alignment. For ex-
ample, Lanchantin et al. [2025] report diversity collapse in DPO, especially in online settings,
while Wolf et al. [2025] show that iterated RLHF can be highly sensitive to initialization and
feedback transfer. Our contribution is to turn these empirical observations into a predictive
theoretical object: we characterize when iterative preference optimization converges,when it
oscillates under cyclic preferences, and when it collapses under strongly transitive preferences.

A further distinction is the role of the reference policy. Recent methods such as TR-DPO
explicitly update or learn the reference model and show that doing so can materially affect align-
ment performance [Gorbatovski et al., 2024]. Our framework captures this practice through a
self-referential parameter and analyzes how reference refresh interacts with on-policy sampling.
This interaction is absent from prior model-collapse analyses, but is central to modern alignment
workflows: the current model can shape both the future data distribution and the future regu-
larization target. Thus, our results provide a theoretical explanation of how sampling, reference
choice, and iterative deployment jointly produce collapse, cycling, or stability in preference-
based alignment.



2 Preliminaries

We formalize the LLM alignment model. Following Azar et al. [2024], we fix a prompt s and a
finite, possibly large, set of candidate responses [K] := {1,..., K}.! We work with the following
objects:

e An underlying preference matriz P* € |0, 1]K *K where P[; is the probability that response
¢ is preferred over response j. Thus, P, + Pj; =1 for all ¢,j. We use P;" to denote the i-th
row of P*. Denote the set of all valid preference matrices by P. Note that we do not assume
P} conforms to the BT model, i.e., Pj; = o(r; — ;) for some latent rewards r;, where o is
the sigmoid function.

o A sampling distribution p € A% over responses.? We assume that each comparison pair (i, j)
is generated by sampling i ~ p and j ~ p independently, so the probability of observing (i, j)
is ;5. This models the common regime where preference data are collected from responses
generated by some behavior policy, such as a uniform sampler or a deployed LLM.

e A learned policy ™ = softmax(0) € A% with logits 6 € RX| regularized toward a reference
policy s € AY to favor solutions close to 7ryer.
Our goal is to understand how P*, u, and 7. jointly shape 7r, and how this dependence
evolves when the learned policy is redeployed and used to generate future preference data or
reference models.

2.1 VU-Preference Optimization (VPO) as a family of KL-regularized PO ob-
jectives

VPO [Azar et al., 2024] is a family of PO objectives whose population form is given by

M i, o [F(P)] = 5 KL || ), 1)
where ¥ : (0,1) — R is a continuous, strictly increasing link function, and the inverse-
temperature parameter S > 0 controls the strength of the KL regularization. Preference
probabilities equal to 0 or 1 are allowed only when W has finite continuous extensions at
these endpoints; throughout, every entry of P = W(P*) is assumed finite.®> Equivalently,
by defining the transformed preference matrix P := W(P*), the objective can be written as
maxXreAy, Eion, joplPij] — %KL(T( || o). Treating the learner as a row player with payoff P,
(1) can be viewed as maximizing expected utility against the column strategy u, while regular-
izing toward 7ryer. This family includes widely used PO methods, encompassing DPO [Rafailov
et al., 2023] under the BT model with logit link ¥(q) = loglg/(1 — ¢)],* and IPO with the
identity link ¥(q) = ¢, which was proposed to mitigate over-optimization issues in DPO and
RLHF.

For some parts of our theory, we impose the following symmetry condition on the link
function.

Condition 2.1 (Symmetric WPO). For every q € (0,1), it holds that V(q)+¥(1—q) = 2¥(1/2).

"'With a finite vocabulary and a bounded output length, an LLM’s response space is finite, though enormous.
Our prompt-conditional formulation isolates policy-level effects, abstracting away from neural parameterization
and optimization.

For an integer K, denote the K-dimensional probability simplex by A == {u € R}z(o : Ele ur = 1}. Given
a set S, S° denotes the interior of S. Unless stated otherwise, we consider u; > 0 for all i to avoid degenerate
identifiability issues.

3In practice, P}; is unknown, and one observes noisy binary outcomes indicating the preferred response with
expectation Pj;. We analyze the population objective with known P~ to reveal the structural dependence of the
learned policy on p and m..f, making the effects analytically transparent.

4For generic DPO that does not assume the BT model, we analyze sampling dependence and iterative dynamics
in Appendix E.



Under Condition 2.1, the transformed matrix P preserves a constant-sum structure F;; +
Pj; = 2W(1/2). This property is useful in several of our theoretical results. Both IPO and DPO
belong to this symmetric WPO family.

A known key property of the WPO objective (1) is that it admits a closed-form optimizer as
a function of the transformed preference matrix P, the sampling strategy w, and the reference
policy 7er. This closed form, which we present in the following Proposition, is the cornerstone
of our subsequent analysis. We provide its proof in Appendix A for completeness.

Proposition 2.2. Given an underlying preference matriz P* € P and its transformed matriz
P = VU(P*), the VPO problem with sampling strategy p € AS and reference policy Trer € A%
admits a unique solution ™ € AY.. Moreover, this solution has the closed form

T Tref © exp(ﬁpu)’ (2)
where ® denotes element-wise multiplication.

The explicit mapping (P, @, ef) — 7 in (2) makes WPO well suited to our goals: it
separates the roles of the transformed preference matrix, the sampling strategy, and the reference
policy. This separation enables sharp comparisons across sampling schemes and a principled
analysis of self-reinforcing deployment dynamics.

3 Sampling Shapes YPO Optima

In this section, we consider the one-shot, offline setting and study the properties of the YPO
optimizer. Since 7r.¢ enters the solution only via a multiplicative shift, we focus on the sampling
effect and fix a uniform reference, mpof = %1, where 1 € R¥X is the all-one vector. Our results
extend immediately to general reference policies by replacing m; with its increments over the
reference policy, 7;/Tyef ;-

3.1 (Im)possibility of axiom satisfiability under sampling

We begin by examining whether WPO satisfies certain natural desiderata, treating it as a pref-
erence aggregation method that maps preference matrix to a distribution over responses. For
a sampling distribution p € A%, (2) defines a rule F,(P*) := 7*(P*; u) induced by YPO. We
say that WPO under sampling p satisfies an axiom if F), satisfies it.

Since YPO’s KL term induces full-support solutions, we state axioms for full-support dis-
tributions. The first and most natural set formalizes the idea that “better responses should
receive higher probabilities in a good policy.” We first recall classic structural notions from
social choice theory.

Definition 3.1. Let P* € P be a preference matriz. We make the following definitions:
e P* admits a Condorcet winner if there exists ¢ € [K] such that P:j > % for all j # c.

o A nonempty set S C [K] is dominant if P > 3 foralli€ S and j ¢ S. The Smith set of
P*, Smith(P*), is the unique inclusion-minimal dominant set.

e P* is transitive if there exists an ordering a1 = as > --- = ax such that P;Z_aj > % for all
1 < j. When all inequalities hold strictly, P* is strictly transitive.

When P* is transitive, we relabel the responses so that 1 > 2 > --- = K. Now we define
the corresponding social choice axioms.

Definition 3.2. Let F': P — Ak be an aggregation rule. A rule F is

e Condorcet-top if for every P* that admits a Condorcet winner ¢, F ranks c strictly above all
others, i.e., F(P*). > F(P*); for all j # c.



e Smith-top if every element in Smith(P*) receives strictly larger probability than all elements
outside Smith(P*), i.e., F(P*); > F(P*); for all i € Smith(P*),j ¢ Smith(P*).

e Order-preserving if for every (strictly) transitive P* with order 1 = 2 > --- = K, the output
distribution preserves the order (strictly), i.e., F(P*); > (>)--- > (>)F(P*)k.

Our first proposition establishes that fixed sampling can be incompatible with these axioms.

Proposition 3.3. Let K > 3. For any p, VPO under p is not Condorcet-top, Smith-top, or
Order-preserving.

In contrast, the next theorem shows that allowing p to depend on the preference instance
provides additional leverage and can restore the axioms.

Theorem 3.4. For any P* with Condorcet winner c, there exists a p € A such that Fy,(P*)
assigns ¢ the unique highest probability. Moreover, if Condition 2.1 holds, then for any P*,
there exists a p € A such that Fy,(P*); > F,,(P*); for any i € Smith(P*) and j ¢ Smith(P*).

Remark 3.5. We note that these are structural results: they identify the scope and limits of
sampler design, establishing sampling as part of the preference-aggregation rule and a direct
lever for shaping the learned policy while keeping the alignment method fized. The proof of
Theorem 3.4 is constructive: given P*, a sampler pu satisfying the axioms can be computed via
linear programs. Moreover, such a sampler is practically plausible, as it upweights responses
preferred under P, mirroring the behavior of human users and well-trained LLMs. Altogether,
this perspective motivates designing samplers to achieve desired aggregation properties.

When P is unknown, the same construction can be applied to an empirical preference P
estimated from pairwise comparisons. In Section B.4, we show that if P is uniformly close to
P, the resulting sampler still yields the desirable properties with high probability. Thus, instance-
dependent sampling is not merely existential, but statistically robust and learnable from finite
comparison data. These guarantees provide a starting point for sampler design; developing
scalable, adaptive sampling methods remains an important direction for future work.

Remark 3.6. Liu et al. [2025] study non-full-support analogues of Condorcet-top and Smith-
top, and show that unregularized Nash learning from human feedback (NLHF) satisfies them.
Their guarantee has a different game-theoretic flavor: NLHF can be viewed as choosing a pol-
icy that maximizes worst-case expected utility over sampling strategies, which ensures that the
learned support lies in the Smith set. By contrast, our instance-dependent sampling result gives
full-support separation: every Smith alternative receives a strictly larger probability than every
non-Smith alternative. Thus, our result preserves all Smith-set alternatives while separating
them from non-Smith ones, rather than merely excluding the latter from the support.

However, order preservation is subtler: changing p can drastically alter the ranking, and
some transitive instances cannot be made order-preserving by any full-support sampler. We
state this result in Section B.3. Nevertheless, the following subclass of transitive preferences is
robust to sampling.

Definition 3.7. A transitive matriz P* with order 1 = 2 = --- = K is strongly transitive (ST)

if for alli < j <k, Py > max{P}, Pj}.

ST captures a monotone strengthening of preferences along an order and is a strict gen-
eralization of the BT and Thurstone models [Thurstone, 2017], which are widely used in the
alignment literature [Ouyang et al., 2022]. For any p, WPO under p is order-preserving over
ST matrices. See Section B.5 for details.



3.2 Skewed sampling amplifies skewness

We now study how sampling shapes the concentration of the WPO solution, quantified by
pairwise logit gaps. Our main finding is that, under ST and a natural structural condition on
P*, a sampler more aligned with the ranking of P* necessarily induces a policy skewed toward
dominant responses. Notably, this result does not rely on the symmetry of ¥, but only requires
the basic monotonicity condition. Thus, the amplification effect reflects a structural limitation
of PO objectives rather than an artifact of a particular link choice. To formally present our
result, we first introduce the definition of majorization used in this paper.

Definition 3.8. A vectora = (a1,...,ax) € RX is majorized (Maj) if L >S°7" | aj, > + Z,I::l ag,
Vm € [K —1]. We say that a is strictly Maj if all the inequalities above are strict. Further, we
write a = b if a — b is Maj, and a = b if a — b is strictly Maj.

Saying that a vector a is Maj means that every prefix average of a is at least as large as the
global average. In our setting, the relevant vector is P, — P;. Intuitively, P; = P; indicates that
the advantage of response i over response j is concentrated toward higher-ranked columns.

Theorem 3.9. Let P* € P be ST with order 1 - --- = K, and let P = ¥(P*). Let p,p' € Ay,
with pw # ' and p — p' non-increasing. Define 6(p) = B~ (log w*(P; p) — log myer), where
7 (P; ) is the population WPO optimizer in (2). Then, for any i < j such that P; = Pj,

0i(pe) — 0;(p) > 6;(p') — 0;(p') > 0. (3)

The second inequality is strict if and only if P; # Pj. The first inequality is strict whenever
P; - Pj.

Under ST preferences, every sampler preserves the response order, yet Theorem 3.9 isolates
how strongly that order is expressed in the learned probabilities, a distinction that ranking
axioms alone leave unresolved. It shows that sampling can amplify concentration even in a one-
shot setting: if P; = Pj, then shifting sampling mass toward higher-ranked responses increases
the learned logit gap between i and j. A concrete comparison takes p/ = K ~'1 and a nonuniform
full-support sampler with gy > -+ > pg: then p — p’ is automatically non-increasing, so the
theorem applies to every pair satisfying the stated Maj condition.

A simple case where the required majorization condition holds is the Head—Tail Separation
(HTS) preference structure, in which the response set contains a small head set H well separated
from a long dominated tail 7, and the head scores have bounded span. For ITPO with BT
preferences P;; = o(r; — r;), we can show that P; — P; is strictly Maj for every i < j in H, so
such a sampling shift toward higher-ranked responses strictly sharpens the learned gaps among
head responses. Formal HT'S conditions and the proof of our claim are given in Appendix B.8.

4 Long-Term Effects of Iterative YPO

We now study iterative WPO pipelines, where training and deployment are interleaved: the cur-
rent policy generates candidate responses, preference data are collected, the policy is updated,
and the updated policy is redeployed. In practice, the reference model may also be refreshed
over time to track newer checkpoints. Thus, both the sampling distribution and the reference
policy can evolve endogenously, creating a feedback loop across rounds. We model this loop as
a discrete-time dynamical system over policies. At round ¢, the incumbent policy is m; € A%
The reference policy is a geometric mixture of the current policy and a fixed base reference:

(t)

ref X ﬂ-?ﬂl_aa (4)
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where a € [0, 1] controls the degree of reference refresh. The sampler is an affine mixture of the
current policy and a fixed base sampler:

Mt = )\ﬂ't—i-(l—)\)ﬂ'g, (5)

where A € [0, 1] controls how on-policy the preference data are. This captures common practices
such as dynamic reference updates [Gorbatovski et al., 2024] and mixing on-policy with replay
or offline data [Calandriello et al., 2024].

Assuming that the policy is fully optimized at each round and applying Proposition 2.2 with
transformed payoff matrix P = W (P*) gives the following closed-form iterative update.

Definition 4.1. The mixed reference/sampling YPO (MRS-WPO) dynamics, initialized at
w1 € AY, are defined by

711 = MRS(7y; Py v, B, A, Topef, o) = softmax(log Wﬁ?f + ﬁPut) , t>1, (6)

where ) and e are defined in (4) and (5).

ref

The parameters «, A, and 3 are the key feedback knobs: a = 0 keeps the reference fixed,
while @ = 1 makes it fully self-referential; A = 1 uses fully on-policy sampling, while A < 1
preserves off-policy coverage; and S controls the strength of each WPO update.

The sampler and KL reference generally change with the current policy, so successive rounds
need not optimize the same objective. Consequently, exact optimization at every round does
not by itself guarantee the long-term behaviors of the pipelines. We identify sharply differ-
ent long-run behaviors of these natural dynamics. Under cyclic preferences, they can become
locally unstable and oscillatory (Proposition 4.2); under strongly transitive preferences, they
can collapse toward extreme policies (Theorem 4.4). On the positive side, we identify explicit
parameter regimes that guarantee convergence (Theorem 4.3). Together, these results show
that iterative PO should be viewed as a closed-loop system whose stability depends on how
reference refresh, on-policy sampling, and update strength are tuned, inspiring guidance for
practical experimental design.

4.1 Condorcet cycles can induce policy oscillation

We begin with a Condorcet cycle (e.g., rock—paper—scissors), a preference structure that violates
transitivity. This pattern arises when pairwise comparisons cannot be reconciled into a global
ranking, which has been observed in various experimental studies [Tversky, 1969] and is common
in practice whenever preference data arise from heterogeneous annotators.

The following result shows that non-transitive preferences can make iterative MRS-WPO
unstable. We give a three-response construction and identify an explicit instability regime.

Proposition 4.2. Let K = 3 and fix a € (0,1/2). Consider the following preference matrix
P = (%,% —|—a,% —a;% —a,%,% +a;% —|—a,% —a,%) so that 1 = 2, 2 = 3, and 3 = 1
with probability 1/2 + a. Let P = VU(P*) with symmetric ¥ in Condition 2.1, define ay =
(¥(1/2+a) —¥(1/2—a))/2, and set wef = w0 = (1/3,1/3,1/3). Then the uniform policy
n* = (1/3,1/3,1/3) is a fized point of the MRS-WPO dynamics (6). Moreover, if

., BN
+ 3

«Q > 1, (7)

then w* is linearly unstable. In particular, nearby trajectories have an unstable oscillatory mode
and do not converge locally to w*.



Condition (7) shows how the feedback knobs affect stability. Larger reference refresh «,
stronger on-policy sampling A, larger update strength 3, or a larger transformed cycle margin
ay all make oscillation more likely. In particular, when o = 1, any nonzero cyclic signal with
BAay > 0 destabilizes the uniform point. Thus, under non-transitive, cyclic preferences, a
fully self-referential iterative pipeline can chase a rotating preference signal rather than settle.
Reducing a or g\ dampens this feedback. The proof is in Appendix C.

Our next result shows that policy oscillation is not inevitable and gives a global contraction
regime for arbitrary transformed payoff matrices P, including transitive and non-transitive
preferences.

Theorem 4.3. For any T, wo € AY,, consider the MRS-V PO dynamics 7,11 = MRS(7y; o, 5, \)
defined in (6). Let 11:=1— £11", P =T1IP. If

A~
ot PPy <1, 0

then there exists a unique fized point ™ € AS., and for any initialization w1 € A%, the iterates
{m} converge to ©*.

Theorem 4.3 gives a simple stability rule. The matrix P = IIP is the part of the transformed
payoff matrix that affects relative logits; additive constants are removed because they do not
change the softmax. Stability is guaranteed when the total feedback gain is small: the reference
is not refreshed too aggressively, the sampler is not too on-policy, and the PO update is not too
strong.

The norm term also shows that stability depends on the effective comparison structure rather
than only on the ambient number of responses. For example, when ¥ is symmetric and P has
at most d nonzero entries in each row and column with bounded entries, || P|l2 = O(d). Thus,
any valid upper bound on ||P||2 can be substituted into (8) to obtain a sufficient convergence
guarantee and guide the choice of a, A, and 5. Parameter settings that do not satisfy this
sufficient condition may still converge. The proof is in Appendix C.

4.2 Strong transitivity can lead to entropy collapse

We next show that iterative alignment can amplify the one-shot concentration effect from Sec-
tion 3.2. Under ST preferences, a preference-aligned sampler can arise endogenously from the
deployed policy, and MRS-WPO may therefore become increasingly concentrated over time.

Throughout this subsection, we assume that P* is strictly strongly transitive (SST) with
order 1 > --- > K: it is ST and, for every i € [K — 1], there exists some k € [K] such that
P > P;erk.5 Since W is strictly increasing, the transformed matrix P = U(P*) is also SST. We
say that 7 is e-collapsed if m; > 1 — . The next Theorem 4.4 gives an eventual concentration
bound for o < 1 and proves entropy collapse for a = 1:

Theorem 4.4. Assume P* is SST, and let wy, wef € AY. Consider the MRS-V PO dynamics
711 = MRS(7; o, B, A). These dynamics exhibit the following two forms of collapse:

e c-collapse when o < 1. If a, A € [0,1), then there exists T such that for allt > T,

BAS -t
iz (et gitg) 1)

Tref,i

whenever the exponent is positive, where 1, = min;e[x 1) log - T
ref,i

N3y mo(Py — Piyay)} > 0.

5The SST assumption is used for clarity. The same qualitative conclusions hold under weaker ST conditions
with heavier notation; see Section C.3.

) (Z'fld5 = miniE[K_l]{(l—




e True collapse when o = 1. If o« = 1 and A < 1, then there exists T < oo such that
H(mi11) < H(my),Vt > T, where H(w) = — ), m;log 7. Moreover, 7y — ey, H(mw;) — 0, as
t — o0.

Theorem 4.4 shows that self-reinforcement can drive concentration even when both 7y and
mref have full support. If @ = 1, preference advantages accumulate across iterations and yield
winner-take-all collapse. If o < 1, the fixed reference prevents exact collapse to a vertex, but
the policy can still become arbitrarily concentrated as SAJ/(1 — «) grows.

Even when preferences are fixed and each pipeline converges to a unique policy, the limiting
distribution can depend on pipeline design. In particular, feedback can drive the policy to
the top response despite full-support sampling and per-round KL regularization. The zero-
entropy limit is a convergence guarantee when selecting the top response is intended, and a
potential failure mode when diversity or continued exploration matters. For fixed A\ € (0,1),
larger reference refresh « or stronger update strength § strengthens the concentration guarantee.
Thus, full-support sampling and per-round KL regularization alone do not guarantee continued
diversity. We summarize and provide useful practical guidance in the following remark.

Remark 4.5 (Practical implications for stabilizing iterative WPO). The iterative results suggest
two practical guidelines: [Avoid fully self-referential updates.] Fully self-referential updates
(av = 1) create the strongest feedback loop: they amplify cyclic components and small advantages
in the underlying preference structure. One should always keep o« < 1 to partially anchor the
reference to a fized baseline. [Tune o« and X\ jointly.] Theorems 4.3 and 4.4 show that
stability and diversity depend on the combined feedback strength of the iterative update. The
contraction condition requires o+ %HHPHQ to be small, while the concentration bound depends
on BN/ (1 — ), with ¢ itself depending on X. When entropy decays rapidly, reduce o or 3; when
the cyclic pattern grows, reduce o, B\, or both.

As a final remark, although our results in this section rely on known P = W(P*), they
are also robust to noisy preference observations in practice. In Section D, we show that these
phenomena admit stochastic analogues if each round uses a fresh unbiased estimate ]3t of P.
Our finding is that the contraction and cyclic-instability regimes persist with a greater variance,
and the entropy-collapse conclusion continues to hold with high probability.

5 Experiments

We empirically study the self-reinforcing dynamics predicted by our theory at two comple-
mentary levels. First, we simulate the population-level MRS dynamics induced by empirical
preference matrices, where the update rule can be applied directly and the roles of the feedback
parameters can be isolated. Second, we run iterative preference optimization on real LLMs,
where the policy is represented by a neural model and updated through stochastic fine-tuning.
Together, these experiments test both the theoretical mechanism and its manifestation in para-
metric LLM training. All omitted experimental details and robustness checks are provided in
Sections F to H.

5.1 Population-level MRS dynamics

Setup. We first evaluate the MRS dynamics on empirical preference matrices constructed
from the NVIDIA HELPSTEER dataset [Wang et al., 2024], which consists of human preference
feedback for LLM alignment. We use the training split, which contains 35,331 response-level
records, each including a prompt paired with a model-generated response that is independently
scored along multiple qualitative attributes. Since most prompts have at least four associ-
ated responses, we construct preference matrices with K = 4 responses per prompt. For each
unordered response pair (z,j), we randomly select an evaluation attribute as the comparison
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Figure 1: Population-level MRS-IPO simulations. The top row shows representative trajectories on
cyclic and ST preference matrices; the bottom row aggregates the corresponding behaviors across em-
pirical preferences.

criterion and map the two responses’ scores (s;, s;) with respect to that attribute to a preference
probability via P;; = o(s; — s;). Applying this procedure independently across response pairs
yields preference matrices that may be either cyclic or ST. Following the theoretical distinction
in Section 4, we classify the resulting matrices into cyclic instances and ST instances. After
filtering, the dataset contains 118 cyclic instances and 4,924 ST instances. Full construction
details are given in Section F.2.

We run the MRS-IPO dynamics in (6) on these instances and report the main population-
level results as functions of («a,SA). All runs are initialized from the uniform policy, with
Tref = T = %1, and are run for 7" = 3000 iterations. Robustness to finite-sample preference
noise and complementary MRS-DPO simulations are deferred to Sections F.3 and G, respec-
tively.

Population-level results. Figure 1 summarizes the MRS-IPO dynamics on empirical cyclic
and ST preference matrices. On a representative cyclic matrix, weaker updates lead to policy
convergence, while increasing either the self-referential weight o or the effective update-and-
sampling strength S induces persistent oscillations, consistent with the instability predicted by
Proposition 4.2 and theorem 4.3. On a representative ST matrix, all runs converge, but stronger
feedback drives the limiting policy toward a more extreme, nearly deterministic distribution on
the top response. The aggregate results show the same pattern across the constructed matrices:
for cyclic preferences, the time-averaged coordinate variance increases with o and S\, indicating
stronger oscillations; for ST preferences, the terminal entropy H(mrp) decreases toward zero
as the update becomes more aggressive. Thus, the population experiments support the main
theoretical message: self-reference and model-dependent sampling amplify preference dynamics,
producing oscillation under cyclic structure and concentration under ST structure.

5.2 Iterative preference optimization on real LLMs

5.2.1 Transitive preferences

Setup. We run real-LLM instantiations of MRS-IPO and MRS-DPO on Qwen2.5-1.5B with
LoRA [Hu et al., 2022], using fixed offline pairwise comparisons constructed from the NVIDIA
HELPSTEER dataset [Wang et al., 2024]. For the transitive experiments, we retain prompts
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with exactly four distinct responses, rank the responses by their mean HelpSteer attribute
score, and use all within-prompt comparisons. To approximate model-dependent sampling
without repeatedly collecting new on-policy preference data, the current model dynamically
reweights this fixed pair pool according to the MRS sampler. At each outer iteration we draw
two comparisons per sampled prompt, yielding 1,000 weighted pairs for IPO and 500 for DPO;
a controls how strongly the reference is refreshed toward the current policy, A controls model-
dependent reweighting, and § is the training-loss parameter defined in Section H.1.

We evaluate on a fixed panel of 500 prompts, each with the same four-response support
throughout training. This panel is sampled from the prepared HelpSteer prompt universe
and is used for repeatable measurement rather than as a disjoint validation split. At the
beginning of every outer iteration, we apply softmax to the current model’s length-normalized
log-probabilities over that support, and we report the prompt-averaged entropy. Thus, the
metric measures concentration over fixed candidate responses rather than the entropy of open-
ended generation. We sweep a € {0.5,0.6,0.7,0.8,0.9,0.95,0.97,0.99} and A € {0.5,0.9} at
B =1, and compare both objectives over the same 100 outer iterations, indexed by t = 0,...,99.
Each configuration is a single run with seed 0. Implementation details are provided in Section H.

Results. Figure 2 reports all 16 transitive settings for each objective. For MRS-IPO, increas-
ing « produces an ordered transition from mild concentration to near collapse. At A = 0.5,
the terminal entropy falls from 1.19 at o = 0.5 to 0.11 at a = 0.99; at A = 0.9, it falls from
1.17 to 0.09. The similar ordering across both values of A supports the feedback-amplification
mechanism predicted by Theorem 4.4, while the slightly lower curves at larger A show that more
on-policy sampling further strengthens concentration.

MRS-DPO is markedly more aggressive: even o = 0.5 reaches entropy 0.48 for A = 0.5
and 0.32 for A = 0.9 at t = 99, and by a = 0.8 the two settings reach 0.19 and 0.17, respec-
tively. For the most self-referential DPO runs, entropy remains low but the trajectories become
visibly noisier and terminal entropy is not strictly monotone in «, consistent with continued
policy movement near the collapsed boundary. Overall, the denser sweep sharpens the original
comparison: self-reference systematically drives concentration, on-policy reweighting usually
amplifies it, and DPO reaches low-entropy policies substantially earlier than IPO. Complete
terminal entropy values and setup details are reported in Sections H.2 and H.4.

5.2.2 Training under cyclic preferences

To test whether the real-LLM feedback loop also reflects cyclic preference structure, we construct
a separate fixed offline pool on four responses per prompt. Its six directed comparisons form
a full tournament containing the cycle yo > y1 > y2 > y3 > yo, with the two remaining edges
oriented as yo = y2 and y; > y3. This is a fized-pool protocol: the binary labels are fixed
before training, and the current model only changes which comparisons receive more weight.
For a direct IPO-DPO comparison, we use the three completed configurations shared by both
objectives,
(o, \, B) € {(0.1,0.1,0.01), (0.5,0.5,5), (0.99,0.8,1)},

with 7 = 1, seed 0, and the same fixed-support evaluation rule as above. The cyclic construction,
sampling rule, and optimization hyperparameters are detailed in Section H.3.

Results. Figure 3 shows that cyclic labels do not produce a single universal entropy pattern.
The weak-feedback setting (0.1,0.1,0.01) concentrates gradually, reaching entropy 0.150 for
IPO and 0.219 for DPO at ¢t = 99. By contrast, for (0.5,0.5,5), entropy remains high and
nearly constant, ending at 1.282 and 1.234, respectively. The strongly self-referential setting
(0.99,0.8,1) rapidly enters a low-entropy regime; its terminal entropy is 0.096 for IPO and
0.177 for DPO, with visibly larger late-iteration excursions for DPO. Thus, even with the same
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Figure 2: Mean fixed-support entropy during iterative fine-tuning of Qwen2.5-1.5B on transitive Help-
Steer preferences. MRS-IPO is shown above and MRS-DPO below; within each image, the left and right
panels correspond to A = 0.9 and A = 0.5, respectively, at 5 = 1. Both objectives are shown over the
same 100 outer iterations, t = 0,...,99, with one curve per a.

cyclic tournament, feedback strength and objective choice determine whether the induced fixed-
support policy stays diffuse, concentrates smoothly, or continues to move within a concentrated
regime.

6 Conclusions

We have presented a theoretical investigation of how sampling and reference choices shape
both one-shot PO solutions and iterative PO dynamics under the general YPO framework.
Our results show that careless choices of these factors can compromise ranking guarantees,
induce policy oscillations, or lead to entropy collapse. We also identify hyperparameter regimes
that recover stability and mitigate collapse, providing practical guidance for designing robust
iterative preference-alignment pipelines.

Our findings point to a key open problem: how to design alignment pipelines with principled,
adaptive control over sampling and reference updates—otherwise, instability is a predictable
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outcome of feedback-driven alignment. Addressing this challenge requires treating preference
alignment as a stochastic online learning system rather than a static offline optimization prob-
lem. We view this shift in perspective as essential for building reliable alignment methods at
scale.
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A Proof of Proposition 2.2

Proposition 2.2. Given an underlying preference matrix P* € P and its transformed matriz
P = VU(P*), the VPO problem with sampling strategy p € AS and reference policy Tes € A
admits a unique solution ™ € AS.. Moreover, this solution has the closed form

T X Tt © exp(BPp), (2)

where © denotes element-wise multiplication.

Proof. Let v := Pp, so that v; = (Pp); = Zszl p;¥(P;). The population WPO objective in
(1) can be written as

J(m) = (m,v) — ;KL(ﬂ'Hﬂ'ref), N (9)

where

KL (7 || 7ref) : Z m; log

Tref i

Since s € A%, this quantity is well-defined on A under the convention 0log0 = 0.
Define

K
Z = Z Tryef £ eXP(BW),
=1

and define a probability vector ¢ = (q1,...,qKx) € A% by

qZ — 7Tref,i e;li)(/Bvl)7 Z- e [K]_

Because e € A and v; is finite for every 4, we have ¢; > 0 for every i and ), ¢; = 1.
We now rewrite the objective by completing the KL term. For any w € Ak,

L(m||q) : Zmlog—
= Zm log

—BZWZvH—logZ

Tref i

Rearranging gives

1 1
—log Z — —KL(w||q).

(0, 0) — LKL (7| = ; ;

B

Therefore,

; log Z — ;KL(qu).

Since KL(7||q) > 0, with equality if and only if © = ¢, the unique maximizer of (9) is #* = q.

Hence
* _ Tref i eXp(ﬁ(Pu)i)
Soiey Trete exp(B(Pp)e)

J(m) =

i€ [K].
Equivalently,
7 = softmax(log myef + BPR) X et @ exp(BPp).
Finally, in relative-logit coordinates
U

1
0; == —log ,
’ B Tref i
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the optimizer satisfies
1
07 = (Pp)i — EIOgZ-

Thus, modulo an additive constant, the optimal relative logits are
6" = Ppu.

This completes the proof. ]

B Omitted Proofs in Section 3

B.1 Proof of Proposition 3.3

Proposition 3.3. Let K > 3. For any p, VPO under p is not Condorcet-top, Smith-top, or
Order-preserving.

Proof. Fix any p € Aj.. Since every strictly transitive preference matrix has a unique Condorcet
winner, and its Smith set is the singleton containing that winner, it suffices to construct a strictly
transitive matrix P* such that the unique Condorcet winner is not ranked top by Fj,(P*).

Choose p € (1/2,1) such that ¥(p) > ¥(1/2). Fix any 7 € (1/2,1). For € € (0,1/2) to be
specified later, define the underlying preference matrix P* by

* * 1 *
P12:P13:§+57 Py3 = p,

and for every remaining pair 1 <14 < j < K not among (1, 2), (1,3),(2,3), set

*_
.Pij—T.

Finally impose

1
Pfi:l—P{;‘v Pi>;:§7 Vi, j € [K],

to make P* a valid preference matrix.

By construction, every upper-triangular entry of P* is strictly larger than 1/2, so P* is
strictly transitive with order 1 > 2 > 3 > --- = K. Hence response 1 is the unique Condorcet
winner of P*, and Smith(P*) = {1}.

Let P := U(P*) be the transformed matrix induced by WYPO. (2) implies,

Fu(P*)2 > Fu(P)1 <= (Pp)2> (Pp)r.

Now compare (Pp)s and (Pu)i. For every k > 4, we have Pj; = Py, = 7, which means
Py, = Py, = ¥(1). Therefore, columns k > 4 cancel in the difference (Pu)2 — (Pp)1. Thus

(Pp)2 — (Pp)r = p1 (Por — Pir) + pa (Pae — Pia) + ps (Pas — Pr3)
) e
+ 3 [\I/(p) - (; —|—€>} .

Since ¥ is continuous at 1/2,

i (P~ (P)2) = s (¥60) -0 (5))-
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Because p € A%, we have p13 > 0, and by assumption

U(p) — U (;) > 0.

(o0-e(2) o

It follows that for all sufficiently small ¢ > 0,

Hence

(Pp)2 — (Pp)1 > 0.
Therefore,
Fu(P)2 > Fu(P)1.

Since response 1 is the unique Condorcet winner of P*, F}, is not Condorcet-top. Since
Smith(P*) = {1}, F}, is not Smith-top either. Finally, because P* is strictly transitive with

order 1 > 2 > --- = K while the rule ranks response 2 above response 1, F}, is not order-
preserving.
This completes the proof. O

B.2 Proof of Theorem 3.4

Theorem 3.4. For any P* with Condorcet winner c, there exists a p € A such that Fy,(P*)
assigns ¢ the unique highest probability. Moreover, if Condition 2.1 holds, then for any P*,
there exists a p € A% such that Fy,(P*); > F,,(P*); for any i € Smith(P*) and j ¢ Smith(P*).

Proof. Let
P :=9(P"), cy = ¥(1/2).

Similarly to the proof of Proposition 3.3, by (2), to compare the probability masses of F,, it
suffices to compare the coordinates of Ppu.

We first prove statement 1. Let ¢ be a Condorcet winner of P*. Consider the non-full-
support sampling distribution p’ = e. that put all mass on response ¢, where e. denotes the
one-hot vector with c-th entry equal to 1 and all other entries equal to 0. Then

(Pu)e = Pee = cy.
For any j # ¢, since c is a Condorcet winner,
P <1/2.
Since WV is strictly increasing,
(Pr)j = Pje =¥(P},) < cy = (P)e.
Therefore,
F(P*)e > Fu(PY);, Vj # c.

One can then mix it with a uniform sampling to obtain a full-support sampling g = e + (1 —
e)p', where pg = %1 is the uniform sampling distribution and 1 is the all-one vector. Since
the inequality is strict, it will preserve for a sufficiently small €.
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Now we prove statement 2. Let S = Smith(P*) and N = [K]\ S. W.L.O.G.,
S={1,...,L}.
By definition of the Smith set, for every ¢ € S and j € N,
P >1/2, P <1)2.
Let Pgs = ¥(PZg), and define
Agg = Pgg — cgl11'.
By Condition 2.1, for every i # j,
(Ass)ji = W (P);) —co = V(1 = Pj) — co = —(¥(P};) — cw) = —(Ass)ijy

and (Aggs)ii = 0. Hence Agg is skew-symmetric, so the corresponding zero-sum game has value
0. By the minimax theorem, there exists pug € A(S) such that

Assps = 0,

equivalently,
Pssps > cylg.
Extend pg to g’ on [K] by setting zero mass on N. Then for every i € S,

(Pu'); > cy.

On the other hand, for every j € N and k € .5, we have P, <1 /2. Since W is strictly increasing,
Py = V(P}y) < cu.
Therefore,
(Pu); < cw, Vj e N.
Thus
(Pp'); > (Pp');, Vie S, jeN,
which implies
Fu(P*); > F(P*);, Vie S, j € N.

Again, one can then mix it with a uniform sampling to obtain a full-support sampling g =
epo + (1 —e)p’. Since the inequality is strict, F,(P*); > F,,(P*); will still hold for ¢ € S and
j € N for sufficiently small € > 0. O

B.3 Fragility of order preservation under sampling

Proposition B.1. For any K > 4, there exists a transitive P*, such that for any i € [K — 1],
there exists a p for which Fy,(P*) ranks the best response in the i-th position. There exists a
transitive P* such that, for every p € AS., the output Fy,(P*) is not order-preserving.
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Proof. Let cg :== W(1/2). For q € (1/2,1), define
a(q) =¥(g) —co,  Blg)=co - ¥ -q)

Since V¥ is continuous and strictly increasing, both o and § are continuous, strictly increasing,
positive on (1/2,1), and satisfy

a(q) — 0, B(q) — 0 as ¢ | 1/2.

Choose any points

1
§<QQ<(]3<Q4<1.

Since
Blgz) >0,  algs) >0,  al(q)—alg) >0,  Blg) — Blgs) >0,

we can choose ¢ € (1/2,g2) sufficiently close to 1/2 so that

26(q1) < B(g2), 2a(q1) <algs), Blq) < alqa) —algz), alg) < Bla) — B(gs).  (10)
For r =1,2,3,4, write

ar = a(g) = ¥(q) — cw, Br = PB(g) = co — ¥(1 — qr).

We first prove statement 1. Fix any K > 4. Define an underlying preference matrix P* by

Pfj:q17 VJ>1,
P = qo, V2<i<j<K,

together with

P =1-F;, Pu‘:§7 Vi, j € [K].

Since every upper-triangular entry of P* is strictly larger than 1/2, the matrix P* is transitive
with order 1 > 2 > --- > K.
Let P := W (P*). Then

Py =cy + oy, Vi >1,
P;j = cy + ao, V2<i<j <K,
Pj1 = cy — B, Vi > 1,
Pj; = cy — o, V2<i<j<K,

and P;; = cyg for all 4. Below is an example matrix with K = 4, together with the transformed
matrix.

% q1 q 751 Cy cy +ap cy+ap cy+ Qg
pr_[1-@ 3 © @ p_|cv—hH cy  cwtaz cytag
l-qn 1-¢ % @’ cy — 1 cy — B Cy cy + az

l—q 1—q 1—¢q2 3 cy —B1 cy— B2 cw— B cy
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Since ap > a3 > 0 and [y > p1 > 0, for every fixed j € {2,..., K}, the j-th column of P
has the form

Pj=cy+a,
Pij = cy + ag, V2 <<y,
bjj = cu,
Pj = cy — P, Vi>j.
Hence in the ranking induced by the j-th column, response 1 is exactly in position j — 1.
Now let

. 5
pOD = (1 - G)ej + 1,

where e; is the j-th standard basis vector and § € (0,1). Then, denote the j-th column of P as
P;. We have,

M(67j) € Ay and P“(‘s’j) — Pe; = P; asd— 0.

Since the score of response 1 is strictly separated from every other score in the j-th column,
its position is preserved for all sufficiently small 6 > 0. By (2), FH((;,]-)(P*) ranks response 1
in position j — 1 for all sufficiently small 6 > 0. Since j — 1 ranges over [K — 1], statement 1

follows.

We now prove statement 2. Fix any K > 4. Define P* € P as follows. On the first four
responses, set

P1*2:q1, Pfk?,:QQ, P1*4:CI17
P33 = qu, Py, = g3, Py =q1.

For all remaining upper-triangular entries involving indices at least 5, set

P-*j:ql, V5SZ<]§K

)

Finally impose

1
P]*zzl_-P;;v P;;:§7 vz7j€[K]
Again, every upper-triangular entry is strictly larger than 1/2, so P* is transitive with order
1=2>=3>---> K.
Let P := ¥(P*). Below is an example matrix with K = 5, together with the transformed

matrix. .

5 q1 q2 q1 q1
I-—aq 3 Q4 3 Q
Pr=11-q 1-q i a @,
l-q¢ 1—-¢g3 1—q ;@
l-qp 1-q¢ 1-qn 1—-q1 3
and,
Cy cy+ap cgt+ar cytor cytog
cy — P Cy cy+oq4 Cy+ Q3 Cy+ o1
P=|cy—P02 cov—ps cy cy +ar cy+ o
cy — B cw— B3 cy— B Cy cy +ag
cg —B1 cv—P1 cog—B1 cv— cy
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On the first four responses, the transformed matrix is

Cy Cy +01 Cy+ Q2 Cy+ o1
Praia = cy — b1 cy cy +a4 cy+ as
’ cy — P2 ey — P Cy ey + o

cg —B1 cy— B3 cuw— B cy

Moreover, for every k > 5,
Py = Pop, = P3, = Py, = cy + 7.

Hence, for any pu € A%, the contributions of columns k& > 5 cancel when comparing rows 1 and
2, and also when comparing rows 3 and 4. Therefore,

(Pp)1 — (Pp)2 = By + aipe — (a — ao)pug — (a3 — o) pa,

and

(Pp)s — (Pp)s = —(B2 — Br)p1 — (Ba — B3)p2 + Bips + a1 i

Suppose, for contradiction, that there exists pu € A% such that F,,(P*) is order-preserving.
Order-preservation implies

Fu(P*)1 > Fu(P*)2 and Fu(P*)3 > Fu(P")4.
By (2), this yields
(Pu)r— (Pp)2 20 and  (Pp)s— (Pp)s = 0.
Adding the two inequalities gives

0 < (281 — Ba)pr + (o1 — (Ba — B3)) 2 + (B1 — (o4 — a2)) 3 + (200 — a3) s

However, by (10), every coefficient on the right-hand side is strictly negative. Since p € A%,
we have p; > 0 for i = 1,2, 3,4, and therefore the right-hand side is strictly negative, a contra-
diction.

Hence no full-support sampling distribution can make F},(P*) order-preserving. This proves
statement 2 and completes the proof. ]

B.4 Learning instance-dependent samplers from comparisons

We show that the instance-dependent samplers in Theorem 3.4 remain valid under estimation
error and can be learned from finitely many pairwise comparisons. Throughout this subsection,
fix 5> 0 and let K > 2. Fix a known interval Z = [¢,1 — /], with 0 < ¢ < 1/2, containing all
entries of P*, and assume V is continuous and strictly increasing on Z. For a link continuous
on [0, 1], one may take ¢ = 0; for the logit link, require ¢ > 0. Write P = ¥(P*) entrywise and
define

cy = ¥(1/2), Ry =U(1—20)—¥(0). (11)
Fort >0 and a > 0, let

wy(t) = sup [¥(z)— ¥(y)l,
z,yel
lz—y|<t

wg'(a) = sup{t € [0,1 - 2/] : wy(t) < a}.
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Here, wy(t) is the largest possible change in W when its input changes by at most ¢, while
wgl(a) gives the largest input tolerance that keeps this change at most a. Here and below,
1M [|oo = maxi ; | Mij|.

For every unordered pair ¢ < j, observe n independent comparisons ng.l),...,Xl.(f) ~
Bernoulli(P;;-). With clip7 denoting projection onto Z, set

= . 1~ (m) .
P:; _Cllpz<n ZXT.] 5 2 <],
m=1
Pfizl—P;}, P;=1/2, P =V(P).
Clipping preserves reciprocity and cannot increase the estimation error. It also ensures that the

transformed estimates are finite for the logit link.
Let ) # T C {(4,5) € [K]? : i # j} be the desired ranking constraints. For 0 < ¢ < 1, define

A% ={p € Ak : ux > (/K for every k},

GY(P*, p) = (ir?)igr(l% - P)'p,

4 *
pF”C*(P*) = max Gp(P* ).
MEA%

Compute the empirical max-margin sampler by the linear program

P

(#,p) €arg max  p
/.LEA%,pE]R (12)

st. (B—P) 'w>p,  (i,j) €T,

Proposition B.2. If |P — P|s < ey, then
GE(P*, i) > p— 220 > pp[(P*) — dew.

In particular, ifpl?’C*(P*) > dey, the population ¥ PO solution with sampler i satisfies wf (P; pt) >
7 (P; ) for every (i,j) € I'.

Proof. For every pu € Ak and every pair (i, j),

(P,—Pj) pu— (P, — @)Tu’ < Zukﬂpik — Pl + | Pjk — ﬁjk|)
&
< 26\1/.

Taking minima over I' gives the same bound for the difference between the population and
empirical margins. Applied to g, this proves the first inequality. Let p* € A% attain the
population optimum pllgg(P*) Since p* is feasible for the empirical LP, empirical optimality
and the preceding margin bound give

5> min (P, — P;) " p*
p=> (mer( ; )
> GI“P(P*,N*) - 26‘1’

<

Subtracting 2ey from both sides gives the second inequality. By (2), every strictly positive score
difference gives the corresponding strict policy ranking. O

Corollary B.3. Suppose one of the following cases holds, and define Vraw, yw, and I' accord-
ingly.
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1. Condorcet-top. The matriz P* has a Condorcet winner c. Set
Yraw = I’Illn( - 1/2)
J#c

Yo =r}1;§(c\p—ch) >0,  I'={(¢j):j#ch

2. Smith-top. Assume Condition 2.1, let S = Smith(P*) # [K]|, and suppose there are no
off-diagonal ties. Set

W =min|P5 —1/2| > 0,
Yea rggl\” /2]

Yo :jég,iknes(cqj_ij) > 0, I'=5x ([K]\S)

For § € (0,1), suppose

Yo
0<(< ——"——
4_2(7\1/+R\1/)

n > ma; { ! ! }logK(K_l)
= X ) .
Xaw 2(wy (v /8))” 0

Then, with probability at least 1 — §, the Condorcet winner or Smith set of p* equals ¢ or
S, respectively. Solving (12) with T obtained by replacing ¢ or S by its empirical counterpart
yields a full-support sampler whose population WPO solution is Condorcet-top or Smith-top,
respectively.

Proof. We use one concentration event to identify the constraints and control their transformed
margins. Set L = 1 —2¢ and ¢, = \/log(K(K —1)/0)/(2n). Since P € I, clipping cannot
increase the absolute estimation error. Thus, for each observed pair i < j, Hoeffding’s inequality

gives
Pr(\ﬁ;; Pi| > ep) < Pr( Z X > €n>

< 26—2718” .
The diagonal errors are zero, and the errors for (i, 7) and (j,4) have the same absolute value by
reciprocity. A union bound over the (? ) unordered pairs therefore yields

Pr(|P* — Pl > en) < Y _Pr(|B} — Bj| > )

1<j
K 2
< 2 e—2n6n
=(3)
= K(K — 1) 2n = 6.
Work on the complementary event. The sample-size assumption implies
||P*_P*|’oo<5n§7raWa En S 1= Wil('Y\I’/8)SL

In the Condorcet case, every estimated comparison involving c retains its strict majority direc-
tion, so the empirical winner is ¢. In the Smith case, every majority direction is recovered, so
the empirical Smith set is S. Thus [ =T in either case.

Having shown that I' = T, we next prove that |P — P||so < vw/8. To obtain this bound, we
show that wy is continuous and strictly increasing on [0, L]. For r = wy, (4 /8), these properties
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will give wy(r) < yy/8 and wy (|| P* — P*||o) < wy(r), using the previously established bound
|P* — P*|loo <.

Since W is continuous on the compact interval Z, ¥ is uniformly continuous on Z. By the
definition of wg, uniform continuity of ¥ implies that wg(h) = 0as h | 0. For 0 <s <t < L,
any interval of length at most ¢ can be split into two consecutive pieces of lengths at most s
and t — s. The triangle inequality therefore gives

0 <wy(t) —wy(s) <wp(t —s).

Thus, wy is continuous on [0, L].

To show that wy is strictly increasing, fix 0 < s <t < L. Continuity of ¥ and compactness
ensure that the supremum defining wy (s) is attained by an interval [x,y] C Z of length at most
s, with ¥(y) — ¥(z) = wy(s). Since t < L, this interval can be extended within Z to length ¢.
At least one endpoint moves, and strict monotonicity of ¥ makes the output difference strictly
larger. Hence wy(t) > wy(s). Consequently, wy(r) < vy /8 and, on the same event,

e =P~ Pl € wy(|P* = P*|loc) < wa(r) < 7u/8.

It remains to bound the population optimal margin. In the Condorcet case, v = e, gives
(P. — Pj)Tv >~y for every j # c. In the Smith case, apply the minimax theorem to the skew-
symmetric payoff matrix —(Pgg — cg11"). Its value is zero, so a column minimax strategy
v € A(S) satisfies Psgsv > cgl. After extending v by zero outside S, every j ¢ S has
PjTV < cg — yy. Hence G%’(P*,V) > ~y in either case. With gy = K~'1, the full-support

mixture p = (1 — Qv+ (po € Ag( satisfies
GE(P*,p) > (1= Qe — CRw > v /2.

Since p € A%, the definition of the population optimum gives
v, * *
pr(P*) > GE(P*, p) > yu/2.

On the event under consideration, T = I', so u solves the empirical LP with these same con-
straints. Applying Proposition B.2 with ey = e = ||P — P||o therefore gives

— v, *
Gr (P*, ) > pr7 (P*) —4de
> vy /2 —4e >0,

where the last inequality uses e < vy /8. The ranking conclusion of the proposition yields
77 (P;p) > 7 (P;p) for every (i,j) € I', proving Condorcet-top or Smith-top on this same
event. O

B.5 Robustness of order preservation against sampling under strongly tran-
sitive preferences

Theorem B.4. For any p € A%, VPO under p is order-preserving over ST matrices.

Proof. Strong transitivity and reciprocity imply P} > "k for every ¢ < j and every k. Since ¥
is strictly increasing, Pj; > Pjj. For any sampling distribution p, and any 7 < j,

K K
> Pk = P
k=1 k=1

follows from these coordinatewise inequalities. If P* is strictly transitive, P; > Pj;, so the
inequality is strict because p; > 0. The conclusion follows from (2). O
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B.6 Additional social choice axioms that VPO satisfies under arbitrary sam-
pling

In this appendix, we record two additional axiomatic properties of the aggregation rule induced
by WPO: data-pooling consistency and pairwise monotonicity.

For two sampling distributions u(l), ,u(2) € A9, define the pooled sampling distribution with
mixture weight A € (0, 1)

Definition B.5. A family of aggregation rules F,, : P — Ak satisfies data-pooling consistency

if for any P* and samplings pV, p?), F o (P*) = F,o (P*) implies F,,o) (P*) = ) (P*)
for all X € (0,1).

Fum

Definition B.6. An aggregation rule F : P — Ak satisfies pairwise monotonicity if for any
preferences P* and Q* that differ only on the pair (i,7) and P > Qy;, the following holds

ij’
PP F(Q):
F(P), = Q)

If P Z] > ij always yields a strict inequality above, we say that F satisfies strict pairwise
monotonicity.

Intuitively, pooling consistency captures the idea that aggregating indistinguishable sources
of data should not change the outcome: if two sampling distributions lead to the same solution,
then any mixture of them should do so as well. Pairwise monotonicity formalizes a basic
responsiveness requirement: strengthening the preference of ¢ over j, while leaving all else
unchanged, should not decrease the relative weight assigned to i over j.

Theorem B.7. VPO satisfies data-pooling consistency. For any sampling distribution p € A%,
, the rule F, induced by W PO satisfies strict pairwise monotonicity.

Proof. We first prove data-pooling consistency. Fix P* € P, let P = W (P*), and suppose

F 0 (P*) = F 0 (P).

It suffices to show that all pairwise log-odds under p(® agree with those under p™).
Notice that for every pair i, j € [K],

o0 (P);

P, — P)Tp™.
F o0 (P¥); = A D

log

Using the definition of u®), this equals

AB(P; = )T+ (1= NP = P) ),

Therefore,
Fooo(P*): F o (P* F o (P*);
log o ( *) ~ Aog L (P)i (- A)log L@ ( *)‘
E o0 (P¥); o (P*); E e (P*);

Since F,) (P*) = F e (P*), the two log-odds on the right-hand side are equal. Hence

log Fu (P:)z‘ = og FM(I)(P:)Z'
EL o) (P); FLa (P*);
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for every i, j € [K]. Thus all pairwise odds of F,o (P*) and Fj,a)(P*) agree. Since both are
probability distributions, they are identical:

F,(P)=F

This proves data-pooling consistency.

We now prove pairwise monotonicity. Let P* Q* € P differ only on the pair (i,7), and
assume P75 > Q7. Since P*,Q* € P, this also implies

Pi=1-P5<1-Q5=Q;
Let P := ¥ (P*) and @ := ¥ (Q*). By (2),

Fu(P*)i log Fu(Q");
Fu(P*); Fu(Q*);

Because P* and Q* differ only on entries (i, ) and (j,1), all other terms cancel, the right-hand
side becomes

log = B[P =P) 1= (Qi-Q)"h].

B {Nj [‘I’(P;;) - ‘I’(Q:})] + i [‘IJ(Q;Z) - ‘I’(Pg*z)]} .

Since ¥ is non-decreasing,
and

Since p;, p; > 0, it follows that

Fu(P*); (Q")i
log —£ > log —£
Fu(P*); u(Q%);
Exponentiating both sides gives
Fu(PY)i o Fu(Q)i
Fu(P*)j — Fu(@);

Thus F), satisfies pairwise monotonicity.
Finally, suppose that P;; > Q7;. Since W is strictly increasing, we have

V(P —¥(Qi) >0

ij

and

U (Qj;) — W (P;) >0
Consequently,

Fu(P)i

This completes the proof.
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B.7 Proof of Theorem 3.9

Theorem 3.9. Let P* € P be ST with order 1 - --- = K, and let P = ¥(P*). Let p, p' € Ay,
with pw # ' and p — p' non-increasing. Define 6(pn) = B~ (log w*(P; p) — log myer), where
7 (P; ) is the population W PO optimizer in (2). Then, for any i < j such that P; = Pj,

0:(1) — 0;(1) = 0 () — 0;(4") = 0. (3)

The second inequality is strict if and only if P; # Pj. The first inequality is strict whenever
P; - Pj.

Proof. Fix any pair 1 <i < j < K and define the transformed row-difference vector
a:=P,— Pj € R, ar == Pi, — Pjy.
By the closed-form WPO solution in (2), the optimizer under sampling distribution p satisfies
log 77 (Ps ) — log Ter,e = B(Pp)e +c(p), V€ [K],

where ¢(p) € R is a normalization constant independent of ¢. Therefore,

Ou(p) = (Pp)e + C(g)
Taking the difference between coordinates 7 and j, the normalization constant cancels and gives
0i(p) — ;1) = (P~ P)) p=a p. (13)
Analogously,
0i(1') — (') = a' . (14)

Let © := p—p'. Since p and p’ are probability distributions, Zle xzr = 0. By assumption,
x1 > x9 > -+ > xg. We use the following equivalent characterization of the Maj condition.

Lemma B.8 (Equivalent characterization of Maj). For any a = (ay,...,arx) € R, the fol-
lowing statements are equivalent:

(i) a is Maj, i.e.,
1 & 1 &
EZ%Z?Z%, Vm=1,...,K —1.
k=1 k=1

(i) For every = € RE satisfying
K
T > T2 > > TK, Zl’k:(),
k=1

one has a'x > 0.

Moreover, if a is strictly Maj, then a'x > 0 for every nonzero such . More generally, for a
fized x, strictness holds if and only if a’x > 0.

Proof of Lemma B.8. Form =1,..., K — 1, define

m)

z™ = (K—m,...,K—m,—m,...,—m).

m times K—m times
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Each (™) is non-increasing and has zero sum. Every non-increasing zero-sum vector & admits
the decomposition

1 K-1
T = ? mz_l(xm - xm-i—l)w(m)v (15)

where each coefficient x,, — ;1 is nonnegative. Furthermore,

m K m K
aTw(m):(K—m)Zak—m Z ak:KZak—mZak.
k=1 k=1 k=1

k=m+1

Thus, a' (™ > 0 is exactly the Maj inequality for prefix m. This proves both directions: if all
Maj inequalities hold, then (15) implies @2 > 0 for all non-increasing zero-sum x; conversely,
applying condition (ii) to each (™) yields every Maj inequality.

If a is strictly Maj, then a (™) > 0 for all m. Hence, for any nonzero x in the cone, at
least one coefficient x,, — &y,+1 is positive in (15), which implies a'z > 0. O

Since P; = P; by assumption, Lemma B.8 gives
a’(p—p') >0
Combining this with (13)—(14), we obtain

0:(p) — 0;(p) > 0:(p') — 0;(p).

If (P, — Pj)T(u — ') > 0, the inequality is strict. In particular, by Lemma B.8, this strictness
is guaranteed whenever P; — P; is strictly Maj and p # p'.

It remains to show that the baseline gap is nonnegative. Since P* is ST with order 1 >
.-+ > K and V¥ is non-decreasing, the transformed matrix P = W(P*) satisfies Py, > Pj;, for
all k whenever ¢ < j. Hence a > 0 coordinatewise. If P; # P;, at least one coordinate of a is
strictly positive. Since g’ € A9, we have

aTu’ > 0.
Equality holds if and only if P; = P;. Using (14), this gives
(') — ;') > 0.

Combining the preceding displays proves (3) and, under the additional strict-alignment condi-
tion, (3) holds strictly. O

B.8 General discussion of majorization and head-tail separation

Corollary B.9. Consider IPO (P = P*) and let P be induced by the BT model P;j = o(r;—r;j),
ry>19 >+ >rg. Given an integer2 < H < K/2 and § > 31n2, we say P satisfies Head—Tail
Separation (HTS) with parameters (H, ) if [K]| decomposes into a head set H = {1,...,H} and
a tail set T ={H+1,...,K} such that:

1. (heads dominate tails) for all k € H, ri, > 0, while for all k € T, r, < —0;

2. (bounded head span) r1 —rg < 1.
Then for every i < j in H, P; — P; is strictly Maj. Consequently, for any distinct p, p' € A%
with p — p' non-increasing, both inequalities in (3) are strict for every i < j in H.

Corollary B.9 captures a common large-response regime: only a small head set contains
meaningful competing responses, while the long tail is uniformly dominated. The bounded
head span controls every head coordinate of each row difference. No minimum gap between
head scores is required.

We first give a coordinate lemma that converts head—tail bounds into the Maj condition
required by Theorem 3.9.
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Lemma B.10 (Head-tail bounds imply Maj). Leta = (a1,...,ax) € RE. Fiz H € {1,..., K-
1}. Suppose there exist constants B > € > 0 such that

(L1) (Bounded element) 0 < ay < B for all k € [K];
(L2) (Tail upper bound and monotonicity) € > agi1 > agia > -+ > ag;
(L3) (Head lower bound) a; > « for all k < H, where

> HB+ (K —H)e
= K

Then a is Maj. If the inequality in (L3) is strict, i.e.,
HB + (K — H)e

ajp > K ) vk S H7
then a s strictly Maj.
Proof of Lemma B.10. Let
K m
S:=> ar,  Ani=> ay

k=1 k=1
By (L1) on the head and (L2) on the tail,

S<HB+ (K — H)e. (16)

First consider m < H. By (L3) and (16),
Ap > ma > %{HB—#— (K — H)e} > 2.

Thus the Maj inequality holds for every m < H.
Now consider m > H. Let

K
Rm = Z ajf
k=m+1
be the suffix mass after index m, and let
1 K
aT = T TE D
k=H+1

be the average tail value. Since the tail sequence is non-increasing by (L2), every suffix average
is at most the full tail average:
Ry
K—-m
Moreover, (L2) gives ay < ¢, while (L3) and B > ¢ imply the head average is at least a > .
Hence the global average S/K, which is a weighted average of the head and tail averages, is at
least the tail average:

<ar.

< S
T > K
Therefore,
S
m < (K —m)—.
R < (K —m)

Since A,, = S — R,,, we obtain

AmZS—(K—m)%:%S

33



Thus the Maj inequality holds for every m > H as well.

If (L3) is strict, then the inequalities for m < H are strict. In addition, the head average is
strictly larger than the tail average, so ar < S/K and the suffix argument above is strict for
every m > H. Hence all Maj inequalities are strict. O

Now we prove Corollary B.9.

Proof. We verify the three conditions of Lemma B.10. Fix ¢ < j in H, let A :=r; —r; > 0, and
put a := P; — P;. For every k € [K],

Ti—Tk
ag :/ o' (u) du.
Ti—Tk

Since 0 < o’(u) < 1/4, we have 0 < a;, < A/4 for all k. For k € H, the integration interval lies

in [—1,1] because 11 — rg < 1, so ap > Ac’(1). For k € T, its left endpoint is at least §, so

o'(u) < e gives ar < Ae®. Moreover, since o’ is non-increasing on [0, 00), the derivative of

o(u+A)—o(u)is o' (u+A)—0o’(u) < 0. Since r; —ry increases along the tail, a1 > -+ > ak.
Apply the lemma with

A
B=7, e=Ae?, a=Ad(1).

We have B > € > 0. Writing p := H/K < 1/2 and using e ™% < 1/8,

HB+ (K —-H)e P 5 p 1l—p
e —A<4+(1 pe )<A 4+ g
3A
<= < Ad(1) =
_16< o'(1) =a,

where o’(1) = e/(1 +¢)? > 3/16. Thus the strict part of Lemma B.10 gives that P, — P; is
strictly Maj. Finally, BT preferences are ST and a; > 0 implies P; # P;, so Theorem 3.9 gives
both strict inequalities.

O

C Omitted Proofs in Section 4

C.1 Proof of Proposition 4.2

Proposition 4.2. Let K = 3 and fix a € (0,1/2). Consider the following preference matrix
pP* = (%,% —|—a,% —a;% —a,%,% +a;% —|—a,% —a,%) sothat 1 = 2,2 = 3, and 3 = 1
with probability 1/2 + a. Let P = VU(P*) with symmetric ¥ in Condition 2.1, define ay =
(U(1/24a) —¥(1/2—a))/2, and set mws = w9 = (1/3,1/3,1/3). Then the uniform policy
n* = (1/3,1/3,1/3) is a fived point of the MRS-V PO dynamics (6). Moreover, if

., B
+ 3

Q

> 1, (7)

then w* is linearly unstable. In particular, nearby trajectories have an unstable oscillatory mode
and do not converge locally to 7*.

Proof. Let cg := ¥(1/2) and

_U(1/24a) - U(1/2 - a)
ay = 5 .
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By the assumed symmetry condition ¥(1/2+4a)+V¥(1/2—a) = 2¥(1/2), the transformed payoff
matrix P = W(P*) can be written as

cy cy +ay cy —ay
P=|cy —ay Cy cy + ay :C\pll—r—f—A\y,
cy +ay cy — ay cy
where
0 ay —ay
A\p = —ay 0 ay s A$ = —A\p.
ay — Qg 0

Let #* := (1/3,1/3,1/3) and assume .t = wy = 7*. Define the MRS-WPO map T': A§ —
A3 by
T(w) = softmax(a logm + (1 —a)logm* + B P(Amw+ (1 — )\)71'*)),
so that the dynamics is w4 = T'(7).

First of all, it is straightforward to see 7w* is a fixed point: each row of P sums to 3cy, hence
Pr* = cyl. Therefore, P(A7* + (1 — A\)7*) = Pr* = ¢yl and

T(m*) = softmax( log 7 + ,66\1/1) =7,

since softmax is invariant to additive constants.
Next we analyze the stability of #*. We compute the Jacobian of T" at 7*: write T'(w) =
softmax(g (7)) where

g(m) = alogm+ (1 —a)logm* + S P(Am + (1 — A\)7*).
The Jacobian of softmax is D[softmax(z)] = J(p) := Diag(p) —pp ' for p = softmax(z). By the
chain rule, D[T'(w)] = J(T'(w)) D[g(m)]. At «*, T(7w*) = =*, hence D[T(w*)] = J(w*) D[g(7™)].
We compute
Dlg(7*)] = aDiag(1/7*) + AP = 3al + AP,
since 7 = 1/3. Also,

1 1
J(7*) = Diag(n*) — w*(n*)" = §I - §11T.
Restricting to the tangent space 1+ := {v : 1Tv = 0}, we have J(7*)v = v and Pv = Agv.

Therefore, for all v € 1+,
1 A
DI (w*)Jv = 5(3al + BAP)v = (a[ + ﬁ?)Aq,)'u.

Hence the relevant linearization on the simplex is

BA

M := D[T(z*)]|,. = ol + ?A\phL.

A direct multiplication yields 4% = —3a3, (I — %11T), so on 1+ we have A2, = —3a3 1.
Thus the eigenvalues of Ay|;1 are +iv/3ay, and the eigenvalues of M are

5)\ ,,3/\(1\1;
MMt =at+i—vV3 =a=x
+=axi 3 V3ay =a+i 73

2 2)2
[As|=1/a?+ %53 .
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Therefore, if (7) holds, |A+| > 1 and the spectral radius of D[T(7*)]|;1 exceeds 1, implying
that 7v* is a linearly unstable fixed point.
Since A+ are complex with nonzero imaginary part whenever SAay # 0, the linearized map

on 1+ is a rotation combined with expansion by factor p := [A+| > 1. Thus, trajectories starting
sufficiently close to 7v*, but not at #*, initially move away with a rotational component and do
not converge to w*. This completes the proof. O

C.2 Proof of Theorem 4.3

Theorem 4.3. For any T, 79 € AY, consider the MRS-¥ PO dynamics w1 = MRS(7; o, 5, A)
defined in (6). Let I1:=1— +11", P =1IP. If

A~
o+ %HPHQ <1, (8)

then there exists a unique fized point ©* € A3, and for any initialization w1 € A%, the iterates
{m} converge to 7*.

In addition, for symmetric ¥ and Ay == P — ¥(1/2)117, Ry = max; ; |(Ay)ij|. If Ay has
at most d nonzero entries in each row, then (8) is implied by

BAdRy
2

For TPO, Ry < 1/2, yielding a condition o + SAd/4 < 1.

a + < 1.

Proof. Define the MRS-WPO update map 7' : A} — A% by
T(w) := softmax(a logm + (1 — a)log myer + B P(Am + (1 — )\)Tro)>,

where P = U (P*) is the transformed payoff matrix. The dynamics is w41 = T (7). We will
show that under (8), T" is a contraction in centered logit coordinates, which implies a unique
fixed point and global convergence.

Let 1 € RX be the all-ones vector and let IT := I — %ll—r be the orthogonal projector onto
11 := {2 e RE : 172 = 0}. For any 7 € A5, define the centered logit

z(w) :=Tlogm € 1t.

Since logm = z(m) + ¢(m)1 for some scalar ¢(7) and softmax(x + ¢1) = softmax(x), we have
the bijection
7 = softmax(z (7)), z(softmax(z)) =« for all & € 11,

Hence it suffices to study the induced map on 1-+.
Let x; := z(m;) € 1t so that m; = softmax(x;). Taking centered logits of w1 = T(m;)
gives

xry1 = log g = H(a log 7 + (1 — &) log mref + B P (A + (1 — )\)m)))
— alllog 7, + H((1 — a)log met + A1 — A)PTrg) + BATIP ;.
Define the constant vector
b= H((1 — a)log et + B(1 — )\)Pm) c1t.
Thus the centered-logit dynamics becomes

i1 = F(xy) :== axy + PAIIP softmax(xy) + b, x, €1t
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Let 7 = softmax(zx). The Jacobian of softmax is
D [softmax(x)] = J(7) := Diag(w) — 7w,

which satisfies the uniform spectral norm bound [|J ()2 < § for all w € Ag. Indeed, for any
unit vector v,

K K
2
v J(m)v = vaiz — (vai) = Var(vy), I~
i=1 i=1

and Var(vy) < (maxi”izmini”i)Z) < (‘?)2 = 1. Taking the supremum over ||v|j = 1 gives
()]l < 3.
Differentiating F' yields, for € 1+ and 7 = softmax(zx),

D[F(x)] = ol + BAIIP J().

Using submultiplicativity,
BA 5
IDIEF@)]ll2 < o+ BAILP|2 | ()2 < o+ == Pll2, (17)

where P = IIP. Therefore, if (8) holds, then F is a contraction on the complete metric space
@0 l2): )
|F(x) — F(y)llz < Llle —yll2,  Va,yel,

for some L < 1.
By the Banach fixed-point theorem, F admits a unique fixed point * € 1+, and for any
initialization 1 € 1+, the iterates x;,1 = F(x;) satisfy x; — a*. Define
*

7" = softmax(z*) € Afk.

Since the map @ — softmax(x) is continuous, we have 7 = softmax(x;) — softmax(x*) = 7*.
Finally, because &* = F(x*) is equivalent to 7* = T'(7*) via the bijection between 1+ and A,
the limit 7* is precisely the unique fixed point of the original MRS-WPO map 7" on A%.

It remains to prove the explicit sparse sufficient condition. Suppose ¥ satisfies U(q) + ¥(1 —
q) = 2¥(1/2) on the entries of P* and let cg := ¥(1/2). Then

A\p =P — C\I/]_]_T
is skew-symmetric, because for i # 7,
(Aw)ji = V(P};) —co = U(1 = ) — cy = —(V(F};) — cw) = —(Aw)ij,

and (Ag); = 0. Since II(cy11T) = 0, we have IIP = [TAy and therefore ||[IIP|s < ||Ag]l2. If
Ay has at most d nonzero entries in each row and Ry = max; ; [(Av)i;|, then

[Avlco < dRw,  [|Avlly = [[Av]jec < dRw,
where the equality follows from skew-symmetry. Using ||M |2 < /||M||1]|M || gives
[TIP[l2 < [[Aw[l2 < dRy.

Thus (8) is implied by o + % < 1. For IPO, ¥(q) = ¢ and hence Ry < 1/2, giving the
earlier condition o + SAd/4 < 1. O
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C.3 Proof of Theorem 4.4

We show an extended version of Theorem 4.4 under a relaxed assumption on the transformed
payoff matrix P = W(P*). We first introduce these definitions for P as follows. Since V¥ is
strictly increasing, the monotonicity assumptions/definitions in C.1 of P is equivalent to the
same set of assumptions/definitions on the true underlying preference matrix P* as well.

Definition C.1. Suppose P € REXK s o strongly transitive (ST) transformed payoff matriz
with total order 1 > 2 > --- > K. Then we say

1. P is SST, if for any i € [K — 1], Py, > Piy1 1 holds for at least one k € [K|;
2. Pis ST", if Py, > Py holds for at least one k € [K].

We can see SST means that for any 1 < i < j < K, P; weakly dominates P; element-
wise with at least one strict inequality, and ST only requires it holds for (i,5) = (1,2) —
there can be many tied responses within {2,--- , K} with identical P;. The next full version of
Theorem 4.4 shows collapse guarantees under ST transformed payoff structures.

Theorem C.2. Let mg € A% and ms € Ay. Consider the MRS-WPO dynamics w41 =
MRS(7¢; o, B, A) with transformed payoff matriz P = V(P*), and let ryef; := log -

Tref,i4+1 :

o (c-collapse when o < 1). If a, X € [0,1), there exists T such that for all t > T,

— if P is SST, then
BAS -1
> 1-— _227 )1
Tl > (eXp (rref T30 a) ,

whenever the exponent is positive, where Iy 1= MiNie[x 1] Tref,is
— if P is ST, then

V)
™ 2> 1_(K_1)6Xp<_Tref,1_ B0 >

2(1 — «)

provided the adjacent tail log-ratios are eventually monnegative, which is guaranteed for
instance when rwer; > 0 and m; > m i41 for all i > 2.
Here

K
51' =(1-X i Pz—Pz i), 0= i (51‘,
( ) ;21 70,5 (£ +1,5) ieﬁrll(lgl}

and these constants are positive under SST. In particular, if mw.r is aligned with the total
order and X\ > 0, then rwet; > 0 and the SST bound reduces to

o I[fa=1, <1, and P is SST, there exists a finite T such that for all t > T,
H(Trt+1) < H(ﬂ't),

where H(m) == — Zfil m; log m; is the Shannon entropy. In addition, 7 — e; and H(m;) — 0
as t — +o0.

Next, we prove this theorem. For the convenience of notation in its proof, we define log-ratios
w.r.t. any policy m; € A% and rewrite the MRS-WPO dynamics in the following lemma.
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Lemma C.3 (Log-ratio recursion). Fori=1,...,K — 1, define adjacent log-ratios

Tt Tref,i
T = log ——, Tref,i = log ———.
Tt,i+1 Tref i4-1
Let py = Amy + (1 — X\)mwo. Then the MRS-V PO dynamics imply the exact recursion
Ti41s = o + (1 — o)ryer, + 5<(Pﬂt)i - (P,ut)i+1)- (18)
Proof. For any vector z, softmax(z);/softmax(z);+1 = exp(z; — zi+1). Apply this to the logits
inside (6) to obtain (18). O

The next lemma shows how entropy collapse can be measured by large log-ratios.

Lemma C.4 (From large log-ratios to e-collapse). Let w € A satisfy r; := log(m;/miy1) >
R >0 foralli € [K — 1], then

1
1—-m < R

In particular, if R > log(l + 1/6) then 7 is e-collapsed. If r1 > R >0 and r; > 0 for all i > 2,
then 1 — 71 < (K —1)e R

(19)

Proof. The condition r; > R implies 741 < e, for each i. Thus 7 < e~ k=DRz for all
k > 2, and hence

K K .
1_7”22 Z kl)RT(1<Ze (k—-1)R _ o et
k=2 k=2

k=2

As a result, when R > log( + 1/5) —m < e Ifry > Rand r; > 0 for all i« > 2, then
e < my < e Fry for all k > 2, and so

1—m = Zﬂ'k < (K — 1)€_R7T1 < (K — 1)€_R

O]

In addition, we need the following lemma to leverage the assumption of P being SST or
ST.

Lemma C.5 (Uniform drift induced by off-policy mixing). Assume P is SST and suppose
o € A%, Fiz any A € [0,1) and define

Zﬂoj i — Pit1), i=1,..., K —1. (20)

Then &; > 0 for all i. Moreover, for allt > 0,

(Ppt)i — (Ppt)iyr > 05, pe = Ay + (1 — A)mo. (21)
If P is STt and not SST, we have 61 > 0 and 6; > 0 for all i > 2.
Proof. Let d) € RX be defined by d\” := Pj; — Py1. By SST, d\) > 0 for all j and there

exists j with dg-) > 0. Since my € Aj has mp; > 0 for all j, we have <d(i),7ro> > 0 and thus

6 = (1= X){dW 7o) > 0.
Finally,

K
(Ppet)i — (Phe)igr = Zum J T> (1 Z

proving (21). If P is ST, the same argument holds for ¢ = 17 while weak monotonicity gives
d; > 0 for the remaining adjacent pairs. O
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Based on Lemmas C.3 to C.5, we next prove a full version of Theorem C.2, as shown in the
following Theorem C.6.

Theorem C.6 (True collapse for « = 1 and e-collapse for a@ < 1). Assume P is STt. Let

o € Ay and mes € A% Fiz any A € [0,1) and define §; as in (20). Consider the MRS-¥ PO

dynamics w41 = MRS(7y; P, o, B, A\, rer, o) given by (6). The following claims hold:

1. (True collapse when o =1). If a« =1 and P is SST, then for everyi=1,..., K — 1,
T > T+ (0—1) B4, (22)

50 1y — +oo for all i and therefore m; — e1. Moreover, there exists a finite T' such that for
allt >T,
H(miy1) < H(mw) unless 7 is already a vertex,

and consequently H(m;) — 0.

2. (No exact collapse when o < 1). If a € [0,1), adjacent log-ratios remain uniformly
bounded. More precisely, let

: ie?ﬁfl]qgi};‘( n)i — (Pn)is1| < oo

Then
BGp

Yt > 1.
11—« -

i — Treti] < a7 r1s — Prer

+

In particular, min; m ; is bounded below by a positive constant depending on (K, o, B, A\, P, Tyef, ™0, 1),
and hence H () is bounded away from 0; thus m; does not converge to any vertex of Ak .

3. (e-collapse when a < 1). If a € [0,1), there exists a finite T(P, g, Wref, ®1, @, 5, \) such
that for every i with §; >0 and allt > T,

BAS;
Tti > Trefi T 2(17—2&) (23)
Consequently, when P is SST, the iterates become e-collapsed with
BAS ! .
€= (exp <Tref + m -1 ) Tref *= Inzln T'ref,is (24)
provided the exponent is positive, where § :== min; §; > 0. When P is STT, the same argument
qguves
B
e= (K —1)exp (—Tref,l - m

provided the adjacent tail log-ratios are eventually nonnegative.

Proof. We prove the three claims one by one.
1. Claim 1: We first prove o = 1 implies true collapse. When « = 1, the recursion (18) becomes

et = rei + B((Ppe)i — (Ppe)iv1).

By Lemma C.5, (Pp);i — (Ppt)i+1 > 65, hence riyq 3 > 14+ 0; and (22) follows by induction.
For SST P, é; > 0 for every 4, and therefore every adjacent log-ratio diverges to +oc0. This
forces m; — eq.

To obtain strict entropy decrease after some finite time, note that r;; — 400 for all ¢ implies
that for all sufficiently large ¢, m;1 > m0 > -+ > m k. Also, under the SST assumption, the
score vector sy := Py is aligned for every t:

St — Stit1 = (Ppe)i — (Ppg)iv1 > 6; > 0.
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Therefore the weights wy; := exp(f8s,) satisfy wy1 > weo > -+ > wy g. When o = 1, the
update is a monotone exponential tilt 71 o< 7 @ wy. Standard majorization arguments for
monotone tilting imply 7,1 majorizes 7, for all large ¢, and the majorization is strict unless
7y is already a vertex. Since Shannon entropy is strictly Schur-concave, H(my11) < H(my)
for all sufficiently large ¢ unless m; is already a vertex. Finally, m; — e; implies H(m;) — 0.

. Claim 2: o < 1 prevents exact collapse. From (18) and the definition of Gp,
et — Treril = |o(rei — rreri) + B((Phae)i — (Pae)ist)|
< alry; — Tret il + BGP.
Unrolling this recursion yields

_ _ _ BGp
i — Treti] < a1y — rrera| + BGp(1+a+ -+ ™) < al Ty — rrer] + o

Hence all adjacent log-ratios are uniformly bounded, which implies that all coordinates of m;
remain bounded away from 0. Thus 7r;, cannot converge to a vertex and H(mr;) is bounded
below by a positive constant.

. Claim 3: Finally we prove e-collapse when o < 1. By Lemma C.5, (Pu); — (Ppt)iv1 > 0;.
Fix an adjacent pair i with ¢; > 0. Substitute this into (18) to obtain the lower-bound
recursion

Tir1s = arg; + (1 — a)rer,i + B6;.

Solving this affine recursion gives

1—at!
T > atflrlﬂ- + (1 — Oétil)'rref,i + ﬁﬁéi'

Since 9; > 0 and 0 < X\ < 1, for all sufficiently large t,

BAY;

Tti > Trefi + 2(17_;)7
which proves (23).
When P is SST, §; > 0 for all i € [K — 1]. Let
BAS . .
R = Tref + m, Tref = Hllln Tref,ia 0= HlZIIl 51

If R > 0, then Lemma C.4 implies
ma>1—(ef—1)7"

for all sufficiently large ¢t. By (18), 71; > 0 and ryef; > 0 imply 74; > 0 for all ¢ when ¢ > 2.
When P is ST, the same argument gives a lower bound on 71 with ; > 0; if the remaining
adjacent tail log-ratios are eventually nonnegative, then Lemma C.4 gives

BAGy >

1—m1 < (K — 1) eXp<—Tref,l - m

O]

D Robustness of Section 4 under Stochastic Pairwise Observa-

tions

The population results in Section 4 assume that the transformed payoff matrix P = W¥(P*)
is known. In practice, preference information is often observed through noisy pairwise labels.
This appendix shows that the three conclusions in Section 4 admit stochastic analogues when
the algorithm uses fresh noisy estimates across iterations.
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Stochastic MRS-YPO dynamics. Let F; denote the history before round ¢. Thus the
current policy 7r; and the mixed sampling distribution

py = Am+ (1 — N (25)

are Fy-measurable. At round ¢, instead of using the population matrix P, the update uses a
freshly drawn random matrix P;:

Tl = softmax(a logmy + (1 — a) log e + Bﬁtpt> . (26)

Throughout the main part of this appendix, we assume that 13t is a conditionally unbiased
estimator of the transformed payoff matrix:

E[P, | 7] = P. (27)

This assumption is exact for IPO, where ¥(q) = ¢, if each entry is estimated by the empirical
mean of Bernoulli comparison labels. It also holds for affine links. For nonlinear plug-in links,
(27) can fail; we discuss the resulting bias briefly at the end of this appendix section.

High-level message. Under (27), the stochastic dynamics are a martingale perturbation of
the population MRS-WPO dynamics. Therefore, the population results in Section 4 should be
interpreted statistically rather than deterministically:

e Contraction. The population contraction result in Theorem 4.3 becomes stochastic stability
around the population fixed point. If the observation noise vanishes, the stochastic policy and
sampling iterates converge to the population fixed point; if the noise persists, they remain in
a variance-controlled neighborhood.

e Cyclic instability. The Condorcet-cycle instability in Proposition 4.2 persists in the condi-
tional mean dynamics. The unstable cyclic mode is the same as in the population analysis,
and fresh observation noise is amplified along this mode.

e Entropy collapse. The collapse result in Theorem 4.4 does not require each realized matrix
]3t to satisfy SST. If the population transformed matrix P has positive adjacent drift under
the sampling distributions p;, then realized SST violations enter only as martingale noise.
For o« = 1, collapse occurs almost surely under controlled noise; for a < 1, the policy is
concentrated with high probability whenever the population drift dominates the stochastic
fluctuation scale.

D.1 Weighted noise bounds from pairwise observations

The stochastic update depends on P,—P only through the weighted vector (]3t — P)p;. Thus
we do not need a uniform matrix perturbation bound such as ||ﬁt — P||2. We instead control
the actual noisy directions used by the dynamics.

For one round ¢, and for each ordered pair (a,j), let ng;; be the number of independent
observations used to estimate the transformed payoff entry P,;. We denote these observations
by

(1) U(naj,t).

aj,t’ " Tag,t
The estimator is
1 Naj,t
3 l
Proj=—3 U, (28)
Majt =

In the unbiased transformed-observation model,

EUY, | F] = Py,

aj,t
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so that E[ﬁt aj | Ft] = Paj- Assume moreover that the centered observations are conditionally
sub-Gaussian with variance proxy s2.,: for every u € R,

aj, t
2.2
u*ss
E[exp <u(UC(L§?t - Paj)) | .7-}] < exp (;jt> . (29)
Here SZ] , is a per-observation noise proxy; for a Bernoulli observation, Hoeffding’s lemma gives
<1/4.
a] t

We first bound the centered-logit update noise. Let

. 1
Zip1 = PI(P, — P)py, I:=1-— ?11? (30)

Lemma D.1 (Conditional variance of stochastic MRS-WPO noise). Suppose (27) holds and the
entry noises are conditionally independent given Fy. Define

Uaj,t = Var(ﬁtyaj ‘ ft)
Then

K K
Bl Zesall3 | o) < 82D 17 jvaje. (31)

a=1 j=1
Under the observation model (28)—(29),

82 gt
Ua],t < 9
Najt

and therefore

17 a
E(l| Zesall3 | F) <5222 g7 ]t- (32)

a=1 j=1 Majit
If the estimated support is S C [ ] x [K ], the sum in (32) is restricted to (a,j) € S. In
particular, if ngj¢ > Nmin,s¢ and S . < 57 on S, and if the maximum column degree of S is
deol, then

625152d601 ||

E[||Zi1]3 | Fi] < pell3- (33)

min,S,t

Proof. Let E, := P, — P. Since ||IIv||y < |[v]|2,
El| Zenll3 | Fi] < B2E[| Bepnel3 | 7.
For coordinate a,

Et/J/t Z/’LtjEt aj-

By conditional independence and centering,

K
Var((EtF’Jt a ‘ th Zﬂ?ﬂ}a]t

Summing over a gives (31). Under (28)—(29), averaging ng;; independent sub-Gaussian obser-
vations gives vgj¢ < ng,t /Najt, yielding (32). The support and degree bound follows from

K
Yo ouij =Y wijHax(a,5) € S} < deotlluell3.

(a,5)€s Jj=1
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For entropy collapse, we need a sharper scalar noise bound. For i € [K — 1], define the
adjacent-drift noise

Gri = (P = P))i — (P — P)pae)is1. (34)

Lemma D.2 (Weighted adjacent noise). Under the assumptions of Lemma D.1, (;; is condi-
tionally sub-Gaussian with variance proxy

2

K 2.
omutsz (’” “”) (35)

Nijt Tit1,5t

In particular, if Uzi(ﬂt) < 02 uniformly over t, then

u?o?
Elexp(ul;i) | Fi] < exp( 5 : ) ) Vu € R.

For IPO with Bernoulli observations, one may take sajt <1/4, so

) _42%]( Ly Al ‘ ) (36)

Ngjt Ni+1,5,t

Proof. By definition,

Cri =D [(ﬁt,zj — Py) = (Prit1; — Pz'+1,j)} :
=1

Conditioning on F3, p; is fixed. The entry estimates are conditionally independent, and each
averaged entry has sub-Gaussian proxy SZj,t /Nqjt. A weighted sum of conditionally independent
sub-Gaussian variables is sub-Gaussian with variance proxy equal to the sum of the squared
weights times the individual proxies. This proves (35). The Bernoulli case follows from Hoeffd-
ing’s lemma. O

D.2 Stochastic perturbation of the MRS-YPO map

The stochastic sampling iterate is ps. For analysis, we use centered logits only as an auxiliary
coordinate. For h € 11, write

7(h) := softmax(h), p(h) = Amw(h) + (1 — \)mp.
The population MRS-WPO map in centered-logit coordinates is
Fp(h) :=ah+1I1((1 — a)log mes + BPu(h)) . (37)

Let
hy ;= Illog 7.

Taking centered logits in (26) gives the exact recursion
hipr = Fp(he) + Zeyr,  Zisr o= BI(P, — P)puy. (38)

By (27),
E[Zi11 | Fi] = 0. (39)

Thus the stochastic dynamics are not generated by a fixed empirical map Fp; they are a
martingale-difference perturbation of the population map Fp.
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The same recursion is especially transparent in adjacent log-ratio coordinates. For i €
[K — 1], define

—1 i =1 Tyef,i
Tt = 108 ’ Tref; = 108 )
Tti+1 7Tref,i+1

Ai(pe) = (Ppe)i — (Ppg)ivt,  Cio= ((Pr— P)me)i — (B — P)pe) i1
Then
Tir1i = arg; + (1 — a)reeri + BA(pe) + BCi- (40)

This identity is exact and does not require the realized matrix ]3t to satisfy any structural
property such as SST.

Derivation of (38) and (40). Taking logs in (26) gives
logmiy = alogm + (1 — a) log mrrer + BB — ;1
for a normalizing scalar ¢;. Applying IT removes the scalar term and yields

hir1 = ahy + (1 — @) log et + SPpt) + BU(P; — P)py = Fp(he) + Zet1.

Conditional unbiasedness gives E[Z;41 | F;] = 0 because p; is Fy-measurable. For log-ratios,
use softmax(z);/softmax(z);+1 = exp(z; — zi+1) in (26). Subtracting coordinate i + 1 from
coordinate i gives (40). O

D.3 Stochastic contraction

We first revisit the positive contraction result. When fresh noise is injected at every round,
persistent noise generally prevents convergence to the deterministic population fixed point.
Instead, the policy and sampling iterates remain concentrated around it. If the per-round noise
vanishes, they converge to it.

Let

BA
Lp ::a+7||HP||2. (41)
When Lp < 1, the population map Fp is a contraction in centered-logit coordinates.

Theorem D.3 (Stochastic stability in the contraction regime). Assume Lp < 1, and let h* €
1+ be the unique fized point of Fp. Define

7 := softmax(h*), p = A"+ (1 — A)mp.
Consider the stochastic recursion (38). Suppose
ElZen | F] =0, EllZeal3 | 7)< v,

where {v2}4>1 is deterministic. Then, for everyt > 1,

Ellhe — h*3 < LAy — h*|3 + ZL;> (42)
s=1
Consequently, ,
Ellwe — w3 < 2 Bl — 13 (43)
If sup,vs < U, then 2
hgj}gPEHNt - N*H% < m- (44)

If vi = 0, then py — p* in mean square. If, moreover, >, v? < oo, then py — p* almost

surely.
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Proof. The derivative of the population map is
DFp(h) = al + BANIPJ(7(h)),

where J(m) = Diag(m) — wm ' is the softmax Jacobian. Since ||J()|]2 < 1/2,

A
IDER()l < a+ DX 0Ps = Lp <1.

Thus Fp is a contraction and has a unique fixed point h*.
Using Fp(h*) = h*, the stochastic recursion gives

hit1 — h* = Fp(hy) — Fp(h*) + Zy4;1.
Taking conditional second moments and using E[Z;41 | F;] =0,
Bt — b3 | Bl = | Fp(he) — Fp(h)|3 + Bl Zea 3 |
< Lp|lhe = 0I5 + 7.

Taking expectations and unrolling gives (42). Since ||J(7)|]2 < 1/2, softmax is 1/2-Lipschitz in
{5, hence

A
e = p*ll2 = Allme = 7%z < Sllhe = 272

This proves (43). The bounded-noise and vanishing-noise claims follow from the geometric
series. If ), v} < oo, the same supermartingale argument applied to the displayed conditional
recursion gives almost-sure convergence. O

D.4 Stochastic Condorcet-cycle instability

We next revisit the RPS instability result. Since E[Z;1; | F;] = 0, the local conditional mean
dynamics have the same Jacobian as the population dynamics. Thus cyclic instability persists
in the mean, and persistent observation noise is amplified along the unstable rotational mode.
Let u = (1/3,1/3,1/3), and assume the RPS setting of Proposition 4.2. Let h = 0 denote
the centered-logit coordinate of the uniform policy. Write the linearized stochastic recursion on

1+ as
Yerr = Myg + &41, (45)

where

M :=DFp(0),  &41:=BI(P, — P)p
projected to the tangent space. In the symmetric-link RPS case,

5 B2A2
vo3

Pecyc = a?+a

is the modulus of the nontrivial eigenvalues of M.

Proposition D.4 (Stochastic persistence of cyclic instability). Assume peye > 1. Then the
uniform fixzed point is linearly unstable for the conditional mean dynamics. Moreover, suppose
the linearized noise satisfies

E[é+1 | Ft] =0, Cov(&r | Fr) = 02yl

cyc
on the two-dimensional tangent space. Then the linearized stochastic recursion (45) satisfies

2(t—1)

_ p -1
Ellyell3 > p2fe Vllpnll3 + 200 —5——=— T (46)
pcyc

Thus the unstable cyclic mode persists under fresh noisy observations, and stochastic fluctuations
are amplified along that mode.
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Proof. Conditional unbiasedness gives
Elye1 | Fi] = Myz.

Therefore the conditional mean linearization is exactly the population linearization. If pcye > 1,
this linear map has an unstable mode.

In the RPS case, M is normal on the two-dimensional tangent space and satisfies M*M =
pgycl. Thus | MF*v|s = plgyc||v||2. Unrolling (45) gives

t—1

ye =My + Z Mo
s=1

Orthogonality of martingale increments in second moment gives

t—1
Ellyel3 = pte Vlyall3 + Y BIM T ¢oral3.
s=1

The covariance lower bound gives

B[ M ™63 2 20008

Summing the geometric series yields (46). O

D.5 Stochastic entropy collapse

We now show that entropy collapse does not require the empirical matrix used at each round to
satisfy SST. It is enough that the population transformed matrix P = ¥(P*) induces positive
adjacent drift under the sampling distributions p;.

Lemma D.5 (Population SST implies positive effective drift). Assume the population trans-
formed matriz P = U (P*) is SST with order 1 > --- = K. For each adjacent pair i € [K — 1],
define '

d) = Pj~ Py, jelKl.

Then dgi) >0 for all j. Moreover,

Ai(pe) = (Ppe)i = (Pre)ir = MdD, ) + (1= \)(dD, o). (47)
Consequently, if
o = in {A<d<i>, )+ (1— A)(d(i),ﬂ-o)} >0, (48)

then Ai(pe) > 6¢% for all t. In particular, if X < 1, mg € A%, and
5;3ase — (d(i),ﬂ'o> >0,

then
ot > (1 — N)obae, (49)

Proof. SST with order 1 > --- > K implies that row ¢ weakly dominates row ¢ 4+ 1, hence
Pij — Piy1; > 0 for every j. Using py = Ay + (1 — \)mg, we obtain (47). The definition of 6%
then gives A;(p¢) > 65T, The baseline lower bound follows because A(d®¥), ;) > 0. O

Theorem D.6 (Stochastic collapse under noisy comparison observations). Consider the stochas-
tic MRS-¥ PO dynamics (26). Suppose that for every adjacent pair i € [K — 1], the following
conditions hold.
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1. Positive effective population drift. There exists (5fff > 0 such that
Ai(pe) = (Ppa)i — (Pa)ir = 650 for all .

2. Martingale noise.
El¢ii | Fi] =0 for all t.

3. Conditional sub-Gaussianity. There exists af < oo such that, for every u € R,

Elexp(uli) | Fi] < exp<u20i2> .

Then the following claims hold.
1. True collapse for a = 1. If a =1, then for every i € [K — 1],

re
lim inf —2* > Béfﬂ almost surely.
t—oo
Consequently,
T — eq, pe — Aeg + (1 — Ao, H(m) — 0 almost surely.

Moreover, for every fized t > 2,

p<m<m P eﬁ(t—l)) <exp<_<5ieﬁ)2<t_1)>.

2 8a2

1

2. High-probability c-collapse for o < 1. If a € [0,1), then for every fized t > 2, every
u >0, and every adjacent pair i € [K — 1],

1—al~
Plry; < at_lru +(1- ozt_l)rrefﬂ- + Béfﬁﬁ — u]

< exp GW) . (50)

Consequently, for any confidence level £ € (0,1), define

1—a?

Ry(§) == min {at_lm,z’ + (1= Mrer + ﬁéeﬁli — o \/2log — 1)/5)}
1€[K—1]

If Ry(€) > 0, then with probability at least 1 — &,

B
exp(Ry(£)) — 1°

Proof. The proof follows from the exact adjacent log-ratio recursion (40):

1—m <

Tir1s = arg; + (1 — a)reeri + BA(pe) + BCi-

This recursion only requires positive population drift; the realized matrix ﬁt need not satisfy
SST.
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Case 1: a =1. When a =1, unrolling gives

-1 t—1
Tig =11+ B Z Ai(ps) + 6 Z Cs,i-

s=1 s=1
By the positive effective drift assumption,
t—1
S Ailpg) = 05t~ 1).
s=1

Let My_1; = 22;11 si- oince E[(s; | Fs] = 0, M,;; is a martingale. The conditional sub-
Gaussian assumption implies uniformly bounded conditional second moments, so the martingale
strong law gives M;_1;/t — 0 almost surely. Therefore,

Tt
t

litm inf —2¢ > Bost almost surely.
—00

Thus every adjacent log-ratio diverges to +oo almost surely. Since 7 ;11/m; = exp(—r¢;), we
obtain m; — e, and hence py — Aep + (1 — \)mg. By continuity of entropy, H(m;) — 0.

For the finite-time bound, conditional sub-Gaussianity and the tower property imply that
M;_1; is sub-Gaussian with variance proxy (¢ — 1)o?. Hence

CL2
P(Mi_1; < —a) < - .

(2

Taking a = 0% (¢ — 1)/2 gives the stated inequality.

Case 2: a < 1. For o €0,1), unrolling (40) yields

t—1

Ttg = CVt_lrl,i + (1 - O‘t_l)rref,i + 6 Z at_l_sAi(/Jl's)
s=1

t—1
+ Bzat_l_SCS,i-
s=1

Using Aj(ps) > 5T,

_otl

_ _ 1
T > ol 17’1,z’ +(1-a 1)7"ref,i + ﬂ5fﬁﬁ + W,

where

t—1
o t—1—s
Wt,i = E [0 Cs,i‘
s=1

By recursive conditioning and conditional sub-Gaussianity, W;; is sub-Gaussian with variance
proxy

t—1 0_2
0,1'2 § :a2(t7175) < : 3 .
s=1 o

Therefore, for every u > 0,

P(BWe; < —u) < exp(—U2(1 _ a2)) ,

203202

which proves (50).
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Now choose

up = 50i\/210g((K _21)/5).
l1-a
Applying (50) to every adjacent pair and taking a union bound gives r;; > R (§) for all i €
[K — 1] with probability at least 1 — &. If Ry (€) > 0, then
Tl < €_Rt(§)7rt,i, i€ [K—1].

Thus 7, < e*(kfl)Rt(f)m,l for every k > 2, and hence

K o)
1
L=m1=) 7k < el = —
,2;2 ' mzl exp(Ry(€)) — 1

This completes the proof. O

The dependence on A is contained in the effective drift (5?&. Expanding p; = A+ (1 —A)mo
gives
ST = NG+ (1= A6,
where

6 = inf(d@, ), 0P = (dD ).

t>1
Thus the collapse scale for o < 1 is

g

l1—a

[A(sg“ +(1- A)(s}’ase} .

The conservative baseline-only argument sets 07" = 0, yielding the weaker lower bound 3(1 —
A)6Pase /(1 — «). This bound becomes vacuous as A — 1, but this does not mean collapse
disappears in the on-policy regime. It only means that one must use an on-policy or effective-
gap lower bound.

D.6 Non-unbiased plug-in links

The main stochastic results above assume the transformed estimator is conditionally unbiased
for P = ¥(P*). This is exact for IPO and affine links. For nonlinear plug-in estimators,
however, the estimator
P = \IJ(PtTij)
is generally biased because IE[\I'(ﬁt*Z]) | Fi] # W(P;). For example, if ¥(q) = q? and ISth-j is the
empirical mean of n Bernoulli labels with mean p, then
o~ p(1—p)
E[(Pt,ij)Z] =p’+ —
so the plug-in estimator is upward biased for p?. For the logit link ¥(q) = log(q/(1 — q)),
clipping is needed to avoid boundary singularities, and the clipped plug-in estimator is also
biased in general.
In such cases one can decompose

P,— P =B, + M, B, :=E[P, | F]- P, E[M,|F]=0.

The martingale part M; is handled by the results above. The bias part B; shifts the population
drift. For contraction, it adds a deterministic perturbation term SIIB;u;. For collapse, define

bi = sup |(Beme)i — (Bepe)iva | -

Then the conclusions of Theorem D.6 remain valid after replacing 5;?5 by 5fff — b;, provided
5fﬁ > b;. Thus nonlinear plug-in links remain analyzable, but the cleanest stochastic analogues
are obtained in the conditionally unbiased transformed-observation model.
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E Additional Discussion of DPO

In this section, we present a parallel set of theoretical results for generic DPO without the BT
model assumption. In contrast to VPO, generic DPO does not admit a closed-form expression
for the optimal policy 7*; instead, 7w* is characterized implicitly through a first-order optimality
condition (FOC) given by the following Proposition E.1. Such an implicit characterization
makes extending the WPO analysis to DPO substantially more challenging. Nevertheless, in
this section, we develop DPO analogues of the main paper WPO results wherever possible,
noting that some statements must be presented in a weaker form due to additional technical
obstacles. Since the link function ¥ in WPO does not enter the formulation of generic DPO, in
this section, we use P (instead of P*) to denote the underlying preference matrix for simplicity.
Throughout this appendix, we assume 0 < F;; < 1 for every ¢ # j.

E.1 Generic DPO optima under general sampling distributions

Similar to Proposition 2.2, which characterizes the optimizer of the WPO population loss, we
have the existence and uniqueness result for the generic DPO solution as follows:

Proposition E.1 (Existence and Uniqueness of the Generic DPO Optimum). Given preference
matriz P € P, the DPO problem with sampling strategy p € A3 and reference policy s € A%
1s equivalent to solving the optimization problem

min |— Z pifts Pij loga(ﬂ_llogm—ﬁ_llogm> ; (51)

TEAG 1<i <K Tref i Tref,j

which admits a convex reformulation in logits and a unique solution ™ € AS.. Moreover,
let 0* = B~ Y(logm* — log ) and let Q be the Bradley—Terry matriz induced by 0*, i.e.
Qij =0(0F — 9]*-), then the first-order optimality condition for its solution w* is

Diag(p) (P — Q) ' = 0. (52)

Proof. Define the reparametrization
9, = g1 <10g m; — log ﬂreﬁi), i €[K].

Then m; = 7Tref7i660i and the DPO objective becomes

K

L(O) = — ) pip; Pyj logo(6; — 0;),
ij=1

the simplex constraint ), m; = 1 is equivalent to the smooth equality constraint

K
Zﬂ'ref’ieﬂei =1. (53)
i=1

First of all, we show the convexity of L(0). Let ¢(z) := —logo(x) = log(1 + e~*) which

satisfies ¢/ (x) = o(x)(1 — o(z)) > 0,Vz € R and is therefore strictly convex. The objective
in (51) can be written as L(0) = ij:l ife; Pij £(0; — 0;), with the understanding that 6 is
defined up to an additive constant (since the objective depends only on logit differences). Thus
optimizing over w € A% is equivalent to optimizing over a gauge-fixed affine subspace, e.g.
{0 : >,0; = 0}. Each term £(6; — 6;) is the composition of a strictly convex function with a
linear map, hence is convex in 6. Since p;p;Pj; > 0, £(0) is a nonnegative weighted sum of
convex functions and is therefore convex.
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In addition, we show strict convexity of L modulo the constant-shift invariance by computing
its Hessian. Using V(0; — 6;) = e; — e;, we have

V2£(91 — 93) = E”(Gi — 9]) (ei — ej)(ei — ej)T.
Hence
K
VEL(0) = > pip; Py U"(0; — 0;) (e — e;)(ei — ;) T (54)
i,7=1

Using the dueling identity Pj; + Pj; = 1 and the symmetry ¢’ (—xz) = ¢"(x), we may group terms
(i,4) and (4,7) to obtain

VPLO) = > pipi (60— 0;) (ei —e;)(ei —e;) . (55)
1<i<j<K

For any v € RE,

vIV2LO) v =3 g €(6; — 05) (v — v;)2.
1<j

If p has full support, then each coefficient ;405 ¢ (0; — 6;) is strictly positive. Therefore,
UTVQL(G) v=0 <= v =v; Vij

i.e. v € span{1}. Thus the Hessian is positive semidefinite with nullspace exactly equal to the
constant-shift direction, and L(0) is strictly convex on any gauge-fixed subspace (e.g. ) . 0; =0
or g = 0). To establish existence, let ¢ = min; j p1;41;P;; > 0. Taking a term from a minimum-
logit response to a maximum-logit response gives

L(0) > c(max6; — min¥6;).

On {0 : ), 0; = 0}, the logit range is at least ||| . Thus L is coercive on this subspace and
attains its minimum; strict convexity makes the minimizer unique.
Finally, since the mapping

7Tref,ieﬁei

0 +— T = =" ——++
‘ Zk 7Tref,keﬂek

is a bijection between the gauge-fixed @-space {0 € R >icpi) 0i = 0} and A%, we conclude
that OP 51 admits a unique optimum 7* € A%.

Now we derive the first-order condition for w*. Note that solving OP (51) is equivalent
to minimizing L(6) subject to (53), and we let 8* = B~ !(logmw* — log mf) and define the
Bradley—Terry matrix @ by

Qij = o(0; —07),  i,jE[K]

For the first step, we derive the KKT condition, which reduces to VL(6*) = 0. Consider
the Lagrangian

K
L£(6,)) = L(6) +A(Zmefﬂ-ef”i — 1) .
=1

At an optimal solution (6*, A\*), the KKT stationarity conditions read

K
VL(6%) + \*V (Z wrefﬂ-eﬁ@f> ‘0 g =0 (56)
=1 -

52



Since L(0) depends only on differences 6; —6;, it is invariant to common shifts: L(60+c1) = L(6)
for all ¢ € R. Differentiating with respect to ¢ at ¢ = 0 gives

1"VLO)=0  forall 6. (57)

On the other hand,
K
\% (Zl ﬂ'ref’ie’sei> ’0:0* = /877*;
1=

and 1" (B7*) = 8 > 0. Taking the inner product of (56) with 1 and using (57) yields \*8 = 0,
hence \* = 0 and therefore
VL(6*) =0. (58)

Next we compute VL(0) and identify the matrix form. Recall that %log o(x) = o(—x).
For each k € [K], only the terms with ¢ = k or j = k depend on 6y, so

K
(%k Z piptj Pej o(—(0k — 6;)) + Zumk Py, o(—(0; — 0x))

=1
K
= - Zﬂkuj Pyjo(0; — k) + Zuz‘uk Py o(0x — 6;).
= i=1

Evaluating at 8* and using Qjx = o(0; — 05) and Qx; = o(0f; — 07) gives

8L
89k Z Pihty Prj Qji + Z itk Pt Q-

Now use the defining property of preference matrices P € P, namely P, = 1 — Py;, together
with the Bradley—Terry symmetry Q; = 1 — Q1. Then, for each 1,

Pi.Qri — PriQi = (1 — Pri)(1 — Qi) — PriQit = 1 — Py — Qi = Pip — Qi

Hence

oL
89 0* = Uk Zﬂz ik — sz)

Stacking these K equalities gives the vector 1dent1ty
VL(6*) = Diag(p) (P — Q)" p
Combining the above expression with (58) yields
Diag(p) (P — Q) ' =
which is exactly (52). O

E.2 The dependency of DPO solutions on sampling

To study how DPO solution depends on sampling strategy, we assume the reference policy in
the DPO population loss et = g be the uniform distribution on A g without loss of generality
and let p have full support. For any logit vector 8 € R let Q(0) denote the Bradley-Terry
matrix with entries Q;;(0) = o(6; — 6;). Then, the first-order condition (FOC) (52) given in
Proposition E.1 can be further simplified as

F(6*, ) := (P~ Q(6") p=0. (59)
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The new FOC (59) gives an implicit mapping from any sampling strategy p € A% to the
unique DPO solution 7*(P;u) by specifying its logits 8*(P;u) = B~ 'lognw*(P;u) up to a
constant shift. The following result shows that the unique solution is invariant to sampling
when and only when the underlying preference structure P is derived from a BT model.

Proposition E.2 (Sampling Invariance Occurs Only Under True Bradley—Terry Preferences).
Let P € P be an arbitrary preference matriz. The solution w*(P; u) of OP (51) is independent
of the sampling strategy p (i.e., ™ (P;p) is a constant over all p € Ag with full support) if
and only if P is exactly representable as a Bradley—Terry model, i.e.,

Py =o(r; —r;) for somer € R,

Proposition E.2 highlights a crucial but underappreciated aspect of RLHF-style preference
learning:

e If the true pairwise preferences do not come from a BT model (which is almost always the
case), then DPO does not recover an intrinsic “ground truth” alignment policy. Instead, it
recovers a policy that also depends on the sampling strategy. Such a message is self-evident
for PO due to the weighted square-sum format of its loss function, but is not explicitly
pointed out for DPO to the best of our knowledge.

e The only sampling-invariant situation is the perfectly idealized world where human prefer-
ences admit a single global utility function 7;, and where P;; depends solely on r; — r;. This
assumption is extremely restrictive: real-world preference judgments violate transitivity, con-
text independence, and independence of irrelevant alternatives—all incompatible with the
BT model.

Thus, the sampling policy is not merely a data-collection choice: it acts as an implicit
regularizer that selects which among many possible BT approximations the DPO objective
converges to. This has an important implication:

Even in the infinite-data limit, DPO learns a policy determined jointly by the pref-
erence structure P and the sampling distribution p.

In other words, “more data” does not wash out the effect of sampling; rather, the sampling
strategy systematically biases the learned policy.

Proof. We prove the “if” and “only if” directions of the claim separately.
(If). Suppose P is BT-consistent, i.e., 30 such that P;; = o(6; — 0;),Vi # j. Then for any
w, the FOC (59) gives
F(6,1) = (P - Q(6) 1 = 0.

By the strict convexity in logits and uniqueness established in Proposition E.1, the corresponding
policy is the unique optimum for every p.

(Only If). Conversely, suppose that 7w*(P; p) is the same policy for every full-support pu.
Fix its reference-relative logits 8, and write R = P — Q(0). The FOC gives R" u = 0 for every
p € A%. For each i, let p approach e; through full-support distributions. Continuity gives
R"e; = 0 for every i, hence R =0 and P = Q(0). O

E.3 Long-term effects of iterative DPO

We first define the mixed reference/sampling dynamics for DPO as a counterpart to Defini-
tion 4.1.

Definition E.3. The mixed reference/sampling DPO (MRS-DPO) dynamics

T+1 = MRSDPO(ﬂ-t; Pa «, 67 )\7 Tref, 7‘-0)7
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initialized by m|i—1 = 1 is defined by
Tyl = softmax( log ﬂﬁ?f + B O*(P, Mt)) 4>, (60)
where 0*(P, ) is the implicit mapping induced by the FOC condition
F(6*, ) := (P~ Q(8") ' p =0, (61)

Q(0) is the BT matriz induced by 0, 7752 and p; are defined in (4), (5), a € [0, 1] controls how
strongly the reference model tracks the current deployment, A € [0,1] controls how strongly the
sampling is on-policy, B > 0 is the DPO inverse temperature, and P is the underlying pairwise

preference matrix.

Our next Proposition E.4 is a counterpart for Proposition 4.2, illustrating that under a
preference structure with Condorcet cycles, the MRS-DPO dynamics can exhibit the same local
instability as MRS-WPO.

Proposition E.4 (Local instability of MRS-DPO under a Condorcet cycle). Let K = 3 and
let P = PEPS € P be the rock—paper—scissors (Condorcet cycle) preference matrix

1 1 1
g 5 5—1—(1 i—a
RPS __ 1 1 1 1
Pa = 5—(1 5 5‘1‘& 5 (16(0,5)
1 1 1
7+a = —aqa =
2 2 2

Assume T = T = o = (%, %, %) € A3 and

(®)

et X u()lia © ﬂ-?’ Ht = (1 - )‘)/1'0 + Ay

Consider the MRS-DPO map defined in Definition FE.3:
Tyl = softmax( log 71'52c + 5 0%(P, ut)>, 8> 0.

Then pg is a fixed point. Moreover, if

1 2
o + % B2A2 > 1, (62)

then trajectories starting sufficiently close to pgy, but not at pg, initially move away with a
rotational component and do not converge to .

Proof. Reference logits in this proof are understood up to additive constants, which leave
softmax unchanged. We first show pg is a fixed point. Let u = pg and @ = 0. Then
Q(0);; = 0(0) = 3 for all 4,j. Since PFPS — 1117 is skew-symmetric with zero column sums,
we have (PRPS — Q(0)) o = 0. Hence 0*(P, o) may be chosen as 0. With 71'52 = po at
T = o, We obtain

741 = softmax(log po + 80) = po,

S0 o is a fixed point.
Next we derive the linearization of 8*(P, u) at u = po. Define F(8, ) 2 (P—Q(0)) " p. At
(0, ) = (0, o) we have F(0, o) = 0 as above. We compute the partial derivatives at (0, po).
First, F' is linear in u, so
OF

gy (0 H0) = (P = Q(0)" =(P—4117)T,
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Second, for Q;;(0) = o(0; —0;) we have dQ;;/90), = o’ (0; —0;)(6:ix — J;1) and o’ (0) = 1. Writing
En(0, 1) =32, (Pim — Qim (0)) 114,

OF,, Qi1 _ 1
Tek(oay’()) = —;Mz’ a6, (0) = —ZZM(@' — Omk) = _Z(Nk — Omk)-

With pop = %, this yields the 3 x 3 matrix

OF 11, ..
%(O,MO) =gsl- 1L =),

whose restriction to the tangent space T' is simply %IT (because 11" vanishes on T). There-
fore, by the implicit function theorem (modulo the standard shift-invariance gauge, which is
immaterial because softmax is shift-invariant),

—1
D”H*(P7 P’U)‘T = — (21;(0,#0)|T) (gi‘(o,NOMT) =—4(P— %11T)T‘T.

For P € P, the matrix S £ P — %11—r is skew-symmetric, hence ST = —S, and thus
Du0*(P, po)|, = 45| (63)
Finally we linearize the full MRS-DPO map at po. Let @ = pg+ d with § € T small. Then

logm) = (1 — a)log po + alog(po +8),  pe=po+ A9

Using elementwise Taylor expansion, log(uo + 8) = log o + 30 + o(||d||) (since each coordinate
of pp equals 1/3). Using (63), 0*(P, ) = 4ASd + o(||8]]). Hence the softmax argument is

log m{l} + BO* (P, ) = log o + (30l + 478 + o[18])).

The Jacobian of softmax at log pg is Diag(po) — [Lo[llg—; restricted to T' it equals %IT. Therefore,

1 468\
ot 2 ;e — o= §<3a1+4ﬁ)\5‘)5 +o(||8]]) = (a[+ %s)a +o(]|])-

For the RPS matrix, S = P — %11T equals aA where

has eigenvalues 0, +iv/3. Thus on 7T the eigenvalues of the linearized map are

4V3
3

1
Ae| = 4/a? + ;BQA%Q.

If (62) holds, then |Ay| > 1, so the fixed point pg is linearly unstable. Finally, if & = 1 and
A > 0, then |[Ay| > 1 for every 8 > 0, so the regime holds. O

A =t

BAa.

Their modulus is

The next result is the counterpart of Theorem 4.3, recovering a hyperparameter regime of
MRS-DPO to ensure stability for general preference structure P.
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Theorem E.5 (A sufficient stability regime for MRS-DPO). Assume P € P and fiz o € [0,1)
and X € [0,1), let mep, wo € A%. Define the on/off-policy sampling mizture

p(m) = (1= XN)mp + A, o= (1 =X)minm; > 0.

For each pu € AS., let 6*(P,u) € RX denote the (gauge-fized) DPO optimizer in the 6-
parameterization, i.e. 176" = 0.
Assume the DPO optimizer is uniformly bounded on the sampling set induced by A:

B = sup (max;(P.p(m) —mindf (P, p(r))) < o, (64)
TEAG, i i
and let sp := o'(B) > 0 where o(t) =1/(1 +e7).
Consider the MRS-DPO update defined by

Tl = softmax((l — a) log mper + alog 7 + B 0*(P, u(m))), t>1, (65)

with any initialization m1 € Ay and 8> 0. Let Il := I — %11T and define the centered logit
coordinate
x(w) :=Ilogm € 1+,

If

A
L::a+f <1, (66)
W sp

then the MRS-DPO dynamics is globally stable in centered-logit distance: there exists a unique
fized point ©> € A% of (65), and for allt > 1,

Hw(ﬂt) - a:(7r°°)H2 < it Ha:(frl) - w(TrOO)HQ.
Consequently, m; — 7™ as t — oo (and in particular the dynamics cannot cycle).

Proof. First we rewrite the update as a map on centered logits. Let z; := (1 — «) log 7o +
alogm, + 0" (P, pu(m:)) so that 41 = softmax(z;). Using logsoftmax(z) = z —log(}_, €)1
and II1 = 0, we obtain the exact identity

x(miy1) = Mlog ey = 2.
Moreover, since x(m;) = I1log 7, we have II(alog 7;) = ax(m;), and therefore
w(mip1) = am(me) + (1 — a)lllog mer + SO (P, (7)) (67)

Because we fix the gauge 17 6* = 0, we have II16* = 8* and we may drop II on that term.
Define the induced map on 1-+:

F(z) := az + (1 — a)lllog .t + 3 6*( P, p(softmax(x))),

so that x(m11) = F(x(m)).
For 7 = softmax(x), the Jacobian is .J(7) = Diag(w) — wx . For any v € RX,

1 2
= Il

2 max; v; — min; v; )2 2l|lvl|2
o' J(m)v = ZWMQ - (me) = Var(vy) < (max; v; I i i) < ”4”2
? 1

where I ~ 7 and we used max; v; — min; v; < v2|[v||2. Thus ||J ()22 < 1/2 uniformly, and
by the mean value theorem,

1
||softmax(x) — softmax(y)||2 < §H~’B —Yll2- (68)
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Now we derive the Lipschitz continuity of the DPO optimizer map p — 6*(P,u). Fix
€ Aj and let Q(6) be the Bradley—Terry matrix induced by 0, Q;;(0) = o(6; — 6;). Under
the dueling identity, the DPO population objective in 8 has gradient

9(0, p) := VoL(0; ) = Diag(p) (Q(0) — P) p,

and Hessian on 1+ given by the Laplacian form

HO,p)= > papio' (6 —06;) (ei—e;)(ei—e;) .
1<i<j<K

By (64), all the optimizers lie in the convex set Cp := {6 € 1+ : max; §; — min; §; < B}.
For every 6 € Cp, we have o’(0; — 0;) > sp. Also, for p = p(w) we have p; > p. Hence for any
0 cCpandvelt,

UTH(07M)U = H2SB Z(Uz - Uj)Q = HQSB K HUH%7
1<j

where we used »; ;(v; — v;)? = K||v||3 on 1+. Therefore, g(-, u) is strongly monotone on Cp
with modulus
m = p?spK. (69)

Next, fix @ and write M := Q(0) — P. Since M;; € [—1,1], we have |M|2 < [|[M]|r < K.
For any p,v € Ak,
9(0, 1) — 9(0,v) = Diag(p — v) M p + Diag(v)M (1 — v),
and thus
190, 1) =9(0,v)ll2 < lp—vll2 [Mpl2+[ M2 [p-vi2 < K|p—v|2+K|p—v|2 = 2K p—v|2.

For g, v in the sampling set induced by A, let 6}, := 6*(P, u) and 6; := 6*(P,v) (both in 1),
so (67, n) = 0 and g(8;,v) = 0. Since the segment joining these two optimizers lies in Cp,
strong monotonicity (69) gives

m[|0}, — 0|2 < [|9(0};, ) — g(67, p)ll2 = [|g(07,v) — g(6, u)ll2 < 2K || — v,

and hence
2

12k

2K
107(P 1) = 6" (P v)llz < —— |l —v]2= e = vf2. (70)

Finally, we derive contraction of the centered-logit map. Let =,y € 11 and set ® =
softmax(x), w’' = softmax(y). Since p(w) = (1 — \)mo + Am, we have

A
lpe(m) = u(m)ll2 = Allw = 7'l < Sll& — yll

by (68). Combining with (70) gives

2 A
0*(P — 0" (P, p(m)) |2 < Sl —yll2 = — Y2
16°(P. ()~ 0" (P < -Gl = 7~ wl:
Therefore,
|B@) ~ F@lle < ollz —yllo + 8- &~ yllo = (a+ 5 )&~ yllo = Lliz ~ |
Y2 = Yll2 255 Yll2 = 1255 Yll2 = Yll2-

Under the condition (66), L < 1, so F is a contraction on the complete space (1+,] - ||2). By
Banach’s fixed point theorem, F' admits a unique fixed point > and x(m;) — x> geometrically.
Let > := softmax(>); then 7> is the unique fixed point of (65) and 7 — 7. O
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Finally, we present the long-term characterization of MRS-DPO dynamics under SST pref-
erence structures in the following Theorem, which corresponds to Theorem 4.4 and reveals a
similar concern of entropy collapse.

Theorem E.6 (Entropy/peak-collapse of MRS-DPO under SST). Assume that P € P is SST,
and fix A € [0,1). Let wg, Tyef, ™1 € AY. Consider the MRS-DPO dynamics of Definition E.3,

Tl = softmax( log 7l'r " BO*(P, Ht)) t>1,

where @* (P, ) is defined implicitly by the DPO FOC F(6*, ) = (P—Q(6*)) " = 0, and Q(6)
1s the BT matriz induced by 6.
Define the (SST) gap constant

6 = min {(1- Zwoj 5~ Piig)} > 0, (71)

1€[K—1]

(where 6 > 0 follows from X\ < 1, g € AY, and SST).
Then the MRS-DPO dynamics exhibits the following two forms of collapse.

e (e-collapse for a,\ €[0,1) when /(1 — «) is large). Let

. Tref i . . 1 456 -1
k = min log ——— nite since Tyt € A%), ¢ = —</<L+ >, e = (ef=1) .
i€[K—1] s Tref,i+1 (ﬁ of K) 2 1« ( )

If a, A € ]0,1) and ¢ > 0 (in particular, if B6/(1 — «) is sufficiently large), then there exists
a finite T such that for allt > T,
7Tt 1 > 1—e. (72)

In particular, if et is aligned with the SST order (i.e. Twef1 > -+ > Tref, i, S0 that K > 0),

then one may take ¢ = % and hence € = (exp( 266) 1)_1.

e (True entropy collapse when o =1). If a =1, then my — e1 and H(mw;) — 0 ast — +o00.
Moreover, there exists a finite T' such that for allt > T,

H(my1) < H(my), (73)
where H(m) = — Zfil m; log m; is the Shannon entropy.
Proof. Throughout the proof, fix ¢ and abbreviate
= M, 0" = 0*(Pa ), Q= Q(e*)7 = Ti+1, T = T

We retain the superscript (¢) on 71'152c to distinguish it from the fixed reference 7ry¢.

First we utilize the row-form of the DPO FOC and derive a gap lower bound for 8*. Since
P,Q € P we have (P — Q)" = —(P — Q) (skew-symmetry), and the FOC (P — Q)"p = 0 is
equivalent to

K
(P-Qu=0 <= > u;j(P;—Qi)=0, Vi€ K] (74)
j=1
Thus for each i,
K K K
D Py =Y wiQi =Y o0 — 7). (75)
j=1 j=1 j=1

Fix any ¢ € [K — 1] and subtract (75) for ¢ and i + 1:
K
> 13 (P = Piay) Zu;( (07 = 07) = o071 — 07)). (76)
j=1

29



By SST and full support of p, the left-hand side is strictly positive. Since o is strictly increasing,
this implies 67 > 07 _;. Because o is globally 1/4-Lipschitz (since sup, o’(z) = 1/4), for each j,

1
o(0; — 9;) - U(Gz‘*ﬂ - 9;‘) < Z(Gi* - z‘*+1)-
Plugging this into (76) and using >, y1; = 1 yields the key lower bound
K
07 =01 = 4 pi(Py — Prry). (77)

j=1

Moreover, since pu; = (1 — X\)mo + Am; and (Pj; — Pi1,5) > 0 for all j,

K K
> (P — Piyrg) = (=X m0(Py — Piyry) = 6,
j=1 j=1

so for all ¢ and all i € [K — 1],
07 — 07, > 40. (78)

)

Next, we derive the log-ratio recursion formula for the policy iterates. By the softmax and
multiplicative form of the update

) _por
at = Tref i e
i K t x 7
2 ke ﬂ-lge%,k e
hence for each i € [K — 1],
+ 7T(t) .
Uy ref,
log ﬂ_i = log (t)e — + 6(0: - ;+1)‘ (79)
i+1 7Tref,z'—s—l

Assume a, X\ € [0,1). Taking coordinate differences in the reference update gives

()

£ T Tref i

L qlog T4 (1-0)log T
T T 1 T

ﬂ—ref,iJrl i+1 ref,i+1 i+1

log

Combining (79), (80), and (78) yields the uniform recursion

+
+— > alog
Tit1 Tit1

Uy

log + (1 — o)k +4p0, Vie [K —1]. (81)

Let the log ratio r¢; == log(m,i/mti+1). Then (81) implies
Ter1,i > arg + (1 — a)k + 450.

Solving this affine recursion gives

486
rg 2 otk (-t (s ). (52)

-«
Ifc=1(k+ %) > 0, then since a’~! — 0 there exists a finite 7' such that for all t > T and

all i € [K — 1],
Tt i
log—— > ¢ (83)
Tt i+1
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From (83), we have m ;41 < m ;e ¢ and by induction 7, < 7rt716_(k_1)'3 for all k > 2. Hence

K K—1 -
_ 1
1_7Tt,1:§ T < g1 E 6mc§766_17
k=2 m=1

which implies 1 < 7y 1(1 + 6%1) = 7Tt7lef—i1 and thus

My > - —l-e > 1-(—1)! = 1—e
This proves (72).

In addition, if ¢ is aligned with the order 1 > --- > K (nonincreasing), then x > 0 and
the stated simplification follows.

Finally we show the true collapse when = 1 and the induced entropy monotonicity. Since

a=1, 71'520 = m and (79) becomes
log L = log 4 B(6F — 07,). (84)
Tt+1,i+1 Tti+1

By (78), we have 0 — 67, > 46 > 0 for all i, hence from (84)

Teli+l Tt it1
so each adjacent log-ratio diverges to +o0o at least linearly in ¢. The same geometric-series
argument as above then yields m; 1 — 1, i.e. m; — ey.

Since 7; — e, we also have H(m;) — 0. Finally, H is continuous on A%, and strictly Schur-
concave, and the update with @ = 1 is a strict reweighting toward action 1 with uniformly
separated weights (07 > 65 > --- > 0}, and gaps > 46). Therefore, there exists a neighborhood
of e1 in which the MRS-DPO step strictly decreases entropy. Indeed, if m; 1 > max{e 49 1/2},
every other coordinate decreases under the update, transferring mass to the already largest
coordinate and thereby strictly decreasing entropy. Since m; — e1, the trajectory eventually
enters this neighborhood and remains there, which proves the existence of a finite 7' such that
(73) holds for all t > T. O

F Experimental Details and Additional Results

F.1 Dataset description

All experiments were conducted using the NVIDIA HELPSTEER dataset, which contains real
human feedback collected for LLM alignment. We use 35,331 response-level records from the
dataset. Each record is associated with a textual prompt and a model-generated response.

Available annotations. FEach response is independently evaluated along multiple qualitative
attributes. Specifically, the available fields include:

{helpfulness, correctness, coherence, complexity, verbosity}.

These scalar scores are used as the basis for constructing pairwise preference matrices.
An example entry from the dataset is shown below:

{ ““‘prompt’’: ‘‘Explain why the sky is blue.’’, ‘‘response’’: ‘‘The sky appears
blue due to Rayleigh scattering...’’, ‘‘helpfulness’’: 3, ‘‘correctness’’: 4,
‘‘coherence’’: 4, ‘‘complexity’’: 2, ‘‘verbosity’’: 2 }
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Data filtering and preprocessing. Our analysis focuses on preference dynamics over fixed-
size sets of competing responses. To enable a uniform experimental protocol across prompts with
varying numbers of responses, we restrict attention to prompts with at least K = 4 associated
responses and construct preference instances by selecting K = 4 responses per prompt uniformly
at random. This choice balances expressiveness and data coverage: most prompts in the dataset
correspond to at most 4 responses, and preference sets of size 4 are sufficiently rich to admit
both ST and cyclic structures.

Resulting structure. After preprocessing, each retained prompt induces a local preference
learning instance consisting of a fixed-size set of K = 4 responses, together with their corre-
sponding multi-dimensional evaluation scores. This collection of 7,497 local instances forms the
basis from which all preference matrices used in the experiments are derived.

F.2 Construction of preference matrices

For learning instance after the preprocessing, each prompt associates with K = 4 responses, we
construct a local probabilistic preference matrix

P € [0,1]5*K
where P;; € [0, 1] represents the probability that response i is preferred over response j, and

P;j + Pj; =1 for any 4, j € [K].

Randomized attribute selection. Let D denote the set of available evaluation attributes.
For each unordered pair of responses (i, 7), we independently sample an attribute

d ~ Unif (D),
(d)

i

(d)

and denote by s;’ and S;

the corresponding scalar scores.

Matrix Construction. For each (i,7), given the selected attribute d from the last step, we
generate the probability related to (7, j) via sigmoid function:

@ (@ exp (s”)
P;j = sigmoid(s;,”’ —s;’) = @ !

= =1-PF,
exp(si )+exp(s

R

(.d)) ’ Fyi
J

with Pj; = % by convention. By construction, the resulting matrix satisfies P;; + Pj; = 1 for all
i # j and thus is a valid preference matrix.

While scores on the same attribute yield a ranking over responses, independent randomiza-
tion of attributes across response pairs can introduce conflicting pairwise comparisons across
different dimensions. As a result, the aggregated preference matrix need not correspond to any
single latent scoring function, nor even be transitive. We classify them into two categories: ST
matrices defined in Definition 3.7, and cyclic matrices that are not transitive.

Preference Structure Verification. To verify ST matrices in the experiments, for each ma-
trix P, we first extract a candidate total order by sorting responses according to their aggregate
preference scores » j P;;. We then verify whether P satisfies the strongly transitive condition
in Definition 3.7 with respect to this order. Matrices that fail this verification are not classified
as strongly transitive.

We test a matrix and verify it is cyclic if its induced dominance graph contains a directed
cycle, i.e., there exist indices 71, ...,4, with m > 3 such that P; > % for all ¢ (indices
modulo m).

Matrices that are neither ST nor cyclic are excluded from the analysis.

0l
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Statistics. After filtering, the dataset contains 4,924 ST preference matrices and 118 cyclic
preference matrices.

F.3 Experimental setup in Section 5

The population-level experiments in Section 5.1 are conducted using preference matrices con-
structed from the dataset, without additional sampling noise. These matrices represent prob-
abilistic pairwise comparisons aggregated from human evaluation scores, as described in Sec-
tion F.2.

Unless otherwise stated, for each preference instance and parameter configuration («, 5A),
we fix A = 0.5 and set 5 = v/0.5 for each value v of S\. We initialize the dynamics with m..s =
equal to the uniform distribution over K responses, set the initial policy m; = mg, and run the
MRS-TPO dynamics for T' = 3000 iterations. This horizon is sufficient to observe convergence,
collapse, or persistent non-convergent behavior across all parameter regimes considered.

F.3.1 Preferences matrices for illustrative examples in Section 5.1 and Section F.4.1

We use the same preference matrices for the illustrative examples, both in the noiseless setting
in Section 5.1 and the finite sample setting in Section F.4.
The strongly transitive preference matrix used throughout is given by

0.5 0.731 0.269 0.5
0.269 0.5 0.119 0.269
0.731 0.881 0.5 0.731

0.5 0.731 0.269 0.5

Psr =

This matrix admits a total order consistent with Definition 3.7, and all pairwise preferences
satisfy the strong transitivity inequalities with respect to that order.
The cyclic preference matrix is given by

0.5 0.731 0.269 0.5
0.269 0.5 0.731 0.881
0.731 0.269 0.5 0.731)°

0.5 0119 0.269 0.5

Pcyc =

with cycle 3 = 1 > 2 > 3. The induced dominance graph of this matrix contains directed cycles.

F.3.2 Statistical metrics for aggregated experimental results in Section 5.1 and
Section F.5

In Section 5.1 and Section F.5, we consider aggregated phenomena across all instances con-
structed from the HelpSteer dataset.

Specifically, for ST preferences, policy collapse is quantified using the Shannon entropy of
the terminal policy:

K
H(m) = — Zﬂ't,i log ¢ ;.
i=1

Low entropy indicates more concentration on a small subset of responses, implying more serious
policy collapse.
For cyclic preferences, we measure the oscillatory behavior of the dynamics using the time-

averaged variance:
K

1
CS(mw) = ?ZVMQTO [72,i]
=1

computed using policies after a burn-in period 7y. This metric measures temporal variability
after burn-in, and increases with the amplitude of persistent oscillations.
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F.4 Finite sample preference noise under single parameter variations

We consider preference matrices constructed from the dataset as true underlying preference
matrices. To account for the finite sample variability inherent in real-world preference data,
we introduce controlled stochastic perturbations to these matrices before running the dynamics
and conduct additional experiments examining the behavior of MRS-IPO dynamics under finite
sample preference estimation. The goal of these experiments is not to study noise as a pertur-
bation per se, but to assess whether the qualitative dynamical behaviors identified in Section 4
persists when preferences are instantiated from finite data.

Again, we consider the ST matrix and cyclic matrix in Section F.3.1. For each preference
matrix P € [0, 1]K *K e generate an empirical realization p by independently sampling a fixed
number n of pairwise comparisons for each unordered response pair. For each pair (i, j), the
empirical preference value f’ij is obtained by averaging the outcomes of n independent Bernoulli
trials with success probability F;;, yielding

EjE{O,%,%,...,l}, ﬁjizlff)ij.

Importantly, this finite sample preference realization Pis sampled once per experimental
run and then held fixed throughout the entire execution of the MRS-IPO dynamics. That
is, preference noise is introduced at the level of the preference instance, rather than being
resampled over time or depending on the evolving policy 7. This design isolates the effect of
static estimation noise in the preference matrix and avoids confounding preference dynamics
with on-policy resampling effects.

For each parameter of a, 3, A\, we change its value with two other parameters fixed to observe
how the dynamics change as one parameter varies. Unless otherwise stated, all noisy experiments
use the same algorithmic initialization as in the noiseless setting. Specifically, we set m.of = mg
to be the uniform distribution over the K responses, initialize the policy with m; = mp, and run
the dynamics for T' = 3000 iterations. Throughout these experiments, we set the number of
finite sample realizations per preference instance to 50, which provides a stable estimate of the
mean trajectory and variability without obscuring instance level effects and fix n = 5, which
introduces moderate variability without overwhelming the underlying preference signal.

For parameter regimes in which finite sample realizations remain approximately phase
aligned (e.g., convergent dynamics under strongly transitive preferences or weakly oscillatory
regimes under cyclic preferences), we summarize behavior by reporting the mean trajectory
across realizations, with shaded regions indicating + one standard error (Figures 8-10 and
Figures 4-6).

In contrast, in regimes where the dynamics depend strongly on the realized samples, such
as collapse under strongly transitive preferences or strong oscillations under cyclic preferences,
finite sample realizations can differ substantially in onset time, phase, or amplitude. In these
cases, averaging trajectories can cancel the phenomena and obscure the underlying dynami-
cal structure. Accordingly, we present representative individual finite sample realizations to
illustrate the diversity of behaviors that arise in practice (Figure 11, 7).

Overall, these experiments indicate that the qualitative dynamical regimes predicted by the
theory, convergence, collapse, and persistent cycling, remain observable even when the idealized
structural assumptions (e.g., strict strong transitivity or perfectly cyclic preferences) are mildly
violated due to finite sampling noise.

F.4.1 Experimental results

Cyclic preferences. Figures 4-6 present the corresponding experiments for cyclic preference
matrices. In parameter regimes where the dynamics weakly oscillate, the oscillatory phases
remain approximately aligned across realizations.

64



In these cases, averaged trajectories capture the qualitative behavior of the system and
reveal how varying «, 8, or A modulates the magnitude of oscillations.

a=0.1 a=0.2 a=0.4 a=0.6 a=0.8

—— Mean trajectory
+ standard error

0.4

02{ S 1< e ,ft:

0.0 T T T T T T T T T T T T T T T T T T T
0 5 10 15 0 5 10 15 0 5 10 15 0 5 10 15 0 5 10 15
Iteration t Iteration t lteration t Iteration t lteration t

Policy probability m:i)

Figure 4: Effect of varying o under cyclic preferences, with 5 = 2.0 and A = 0.8.
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Figure 5: Effect of varying 8 under cyclic preferences, with a = 0.8 and A = 0.8.
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Figure 6: Effect of varying A under cyclic preferences, with « = 0.6 and 8 = 5.0.

However, finite-sample realizations can exhibit qualitatively different trajectories, so aver-
aging them can obscure their individual behavior. Accordingly, we complement the averaged
results with representative individual finite sample realizations. Figure 7 shows two such realiza-
tions generated from the same cyclic preference matrix under identical algorithmic parameters,
illustrating the diversity of dynamical behaviors that can arise from finite sample variability.

ST preferences. Figures 810 report single parameter variation experiments under ST pref-
erences in parameter regimes where the dynamics converge to a relatively diverse entropy. In
these regimes, finite-sample realizations exhibit highly aligned trajectories, and averaging across
instances yields a faithful representation of the dynamics. Varying «, [, or A affects the speed
of convergence and the concentration of the limiting policy in a manner consistent with the
aggregated results analysis. Finite-sample estimation introduces only mild variability during
the transient phase and does not qualitatively alter the convergent behavior.
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Figure 7: Two representative finite sample realizations generated from the same cyclic preference
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Figure 10: Effect of varying A under ST preferences, with @ = 0.6 and g = 5.0.
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The realizations exhibit qualitatively different trajectories, so averaging them can obscure
their individual behavior. Therefore, for these parameter regimes, we illustrate representative
individual finite-sample realizations rather than reporting aggregated averages. Figure 11 shows
two such realizations generated from the same preference matrix, highlighting the diversity of
dynamical behaviors induced by finite-sample variability.
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Figure 11: Two representative finite-sample realizations generated from the same ST population
preference matrix. o = 0.5, = 10.0, A =0.8

F.5 Complementary aggregated results

This section reports aggregated statistics with 8 and A treated separately and more possible
parameter values («, 3,\), as a complement to results in Section 5.1. The goal of these exper-
iments is not to introduce new theoretical regimes, but to verify that the aggregated results
predictions derived under the S\ abstraction remain informative when the two parameters are
separated. This separation allows us to examine how f (inverse temperature) and A\ (on-policy
sampling) influence convergence speed, collapse timing, and oscillation amplitude in practice,
while preserving the qualitative structure predicted by the theory.

All statistics are computed over large collections of empirically constructed preference ma-
trices derived from the HelpSteer dataset, consisting of 4924 strongly transitive matrices and
118 cyclic matrices. For each parameter configuration, the MRS-IPO dynamics are run inde-
pendently on all preference matrices in the corresponding class, and we report the mean and
standard deviation of the relevant statistic across matrices.

Convergence/Oscillation in cyclic preferences.  Figure 12 reports the mean and stan-
dard deviation of cycle strength across all cyclic preference matrices for independently varied
(a, B,A). When 8 and A are small, the cycle strength remains close to zero for most values of
a, indicating convergence or only weak oscillations. As /3 or \ increases, persistent oscillatory
behavior emerges, and the cycle strength rises. Larger values of « further amplify oscillations
by reinforcing self-referential dynamics.

The large standard deviations observed in strong amplification regimes reflect substantial
heterogeneity in oscillation amplitude, phase, and period across cyclic preference matrices.

Model collapse in ST preferences. For ST preferences, Figure 13 reports the mean and
standard deviation of H(mr) across all strongly transitive preference matrices for a grid of
parameter triples («, 8, A). For small values of § and A\, the final entropy remains high across
all «, indicating convergence to non-collapsed policies. Increasing § leads to systematically
lower entropy, reflecting stronger preference amplification and faster concentration of mass on
top-ranked actions. However, increasing A leads to a slightly higher entropy. For the largest 3
values shown, the mean entropy is substantially lower, indicating stronger concentration.
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Figure 12: Mean + standard deviation of cycle strength (time-averaged variance of {m;}) across
all 118 cyclic preference matrices as («, 3, \) varies.

The standard deviation of entropy is small in weak amplification regimes, indicating con-
sistent convergence behavior across preference matrices. In contrast, near the onset of collapse
the variance increases substantially, indicating that the degree of model collapse relies crucially
on the specific preference matrices.
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Figure 13: Mean + standard deviation of the final policy entropy H (7r) across all 4924 strongly
transitive preference matrices as (a, §, \) varies.

Summary. Across thousands of empirically constructed preference instances, these statistics
demonstrate that independently varying «, B, and A produces systematic and interpretable
changes in convergence, collapse, and oscillatory behavior.

G Experimental Results for MRS-DPO Dynamics

In this section, we provide additional simulations and evaluations for the Mixed Reference/Sampling

DPO (MRS-DPO) dynamics defined in Definition E.3.

Experimental setup and protocol. We utilize the same dataset generation pipeline and
preference matrices construction protocol as in MRS-IPO, described in Sections F.1 and F.2. To
simulate the MRS-DPO update rule, we compute the implicit optimizer 8* using gradient-based
optimization of the DPO loss in relative logits.

Overview of experiments. To validate the theoretical properties of MRS-DPO, we structure

our analysis into two main components:

e Parameter Sensitivity Analysis (Trajectories): We first examine how the three hyperparameters—
a, B, and A—affect the optimization trajectory. We use the specific illustrative matrices (Pgr
and Ppy.) defined in Section F.3.1 to observe asymptotic behavior in a noiseless setting with
fixed preference probabilities.

e Aggregate Experimental Results: Finally, mirroring the analysis in Section F.3.2, we
quantify the global convergence behavior by measuring the Policy Entropy (for ST prefer-
ences) and Cycle Strength (for Cyclic preferences) across a broader range of conditions.
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G.1 Simulation of MRS-DPO under single parameter variations

Cyclic preferences. Figures 14 to 16 present the experimental results for MRS-DPO dy-
namics on a representative cyclic preference matrix P.y.. In this idealized regime, the dynamics
exhibit clear behavioral transitions governed by the stability conditions. Specifically, Figure 14
shows that as « increases, the system loses stability, shifting from convergence to a fixed point
to a regime of persistent oscillations. Similarly, Figure 15 demonstrates that increasing
strengthens the preference update, which destabilizes the fixed point and drives the dynamics
to oscillate strongly. Figure 16 further confirms this trend: while low values of A allow sufficient
exploration for convergence, increasing A (greater strength of on-policy sampling) promotes
instability, resulting in oscillations of increasing magnitude.
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Figure 14: MRS-DPO: Effect of varying o under cyclic preferences (Ppy.), with f = 2.0 and
A=0.8.
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Figure 15: MRS-DPO: Effect of varying § under cyclic preferences (Pey.), with o = 0.8 and
A=0.28.
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Figure 16: MRS-DPO: Effect of varying A under cyclic preferences (P.y.), with o = 0.6 and
B =5.0.

ST preferences. We then examine the dynamics under a representative strongly transitive
preference matrix Pgp. In this idealized regime, we observe clear trends in how the parameters
influence policy concentration. Specifically, Figure 17 shows that increasing a yields a more
concentrated limiting policy. Similarly, Figure 18 demonstrates that increasing the inverse
temperature [ leads to a sharper concentration of probability mass on the optimal response.
In contrast, Figure 19 indicates that the collapse trend is relatively insensitive to the sampling
parameter A in this noiseless setting.
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Figure 17: MRS-DPO: Effect of varying « under Strongly Transitive preferences (Psr), with
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Figure 18: MRS-DPO: Effect of varying § under Strongly Transitive preferences (Psr), with
a=0.6 and A = 0.5.

A=01 A=02 A=04 A=06 A=08 A=0.95
o
5
Sos
2
\ \ \ \ \ \
Iteration ¢ Iteration ¢ Iteration ¢ Iteration £ Iteration £ Iteration £

Figure 19: MRS-DPO: Effect of varying A under Strongly Transitive preferences (Psr), with
a = 0.6 and 8 = 2.0.
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G.2 Complementary aggregated results for MRS-DPO

This section reports aggregated statistics for MRS-DPO dynamics with a broader grid of pa-
rameter values (a, 3, ), as a complement to the results in Section G.1. The goal of these
experiments is to verify that the aggregated predictions derived under the theoretical abstrac-
tion remain informative when the parameters are separated in the DPO objective.

All statistics are computed over the same large collections of empirically constructed prefer-
ence matrices derived from the HelpSteer dataset, consisting of 4924 strongly transitive matrices
and 118 cyclic matrices. For each parameter configuration, the MRS-DPO dynamics are run
independently on all preference matrices in the corresponding class, and we report the mean
and standard deviation of the relevant statistic across matrices.

Convergence/Oscillation in cyclic preferences. Figure 20 reports the mean and standard
deviation of cycle strength across all cyclic preference matrices for independently varied («, 3, ).
We observe a clear trend regarding the update and sampling parameters: increasing 5 or A
leads to a systematic increase in cycle strength, confirming that aggressive updates and skewed
on-policy sampling are the primary drivers of instability in DPO. However, in contrast to
the sensitivity observed with 8 and A, the cycle strength appears relatively insensitive to the
reference mixing parameter a. While the oscillation magnitude scales sharply with g and A,
varying « results in only marginal changes to the aggregate cycle strength. This suggests that
for MRS-DPO, the global stability characteristics are dominated by the interaction between the
inverse temperature 8 and the on-policy sampling A, with the reference anchor playing a less
significant role in dampening or amplifying the limit cycles compared to the IPO case.
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Figure 20: MRS-DPO: Mean + standard deviation of cycle strength (time-averaged variance of
{m}) across all 118 cyclic preference matrices as (a, 8, \) varies.

Model collapse in ST preferences. For ST preferences, Figure 21 reports the mean and
standard deviation of the final policy entropy H(7r) across all strongly transitive preference
matrices. Regarding parameter sensitivity, for small values of 5 and A, the final entropy remains
very high across all a. As the inverse temperature [ increases, the entropy decreases signifi-
cantly, identifying 8 as the primary driver of probability concentration in DPO. Increasing the
reference weight o also contributes to entropy reduction, though the effect is weaker compared
to 8. However, increasing the on-policy sampling A leads to a slight increase in the final entropy
in this aggregate setting.

H Iterative VPO Experiments on Real LLMs

This section records the implementation used for the real-LLM experiments in Section 5.2.
We first specify the shared WPO implementation, and then give the two protocols separately:
transitive and cyclic. Both protocols train on fixed binary labels and evaluate fixed-support
entropy.
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Figure 21: MRS-DPO: Mean =+ standard deviation of the final policy entropy H(7r) across all
4924 strongly transitive preference matrices as (a, 8, A) varies.

H.1 Shared model and YPO implementation

Model and LoRA parameterization. All runs use Qwen2.5-1.5B as the policy model. The
backbone is frozen and we train LoRA adapters [Hu et al., 2022] with rank 16, LoRA scaling
32, and dropout 0.05 on the attention projections {q_proj,k_proj,v_proj,o_proj} and MLP
projections {gate_proj,up_proj,down_proj}. The runs use one NVIDIA H100 80GB GPU.

Mixed reference and losses. Let
1
bo(y | z) = @logﬂe(y | z)

be the response-token-averaged log-probability under the trainable policy, and let fo(y | x)
denote the corresponding score under a frozen copy of the initial policy mp. Both IPO and
DPO use the same mixed reference construction. In this implementation, the current-policy
contribution is recomputed at each minibatch and detached:

ety | 2) = (1— a)loly | z) + a sglle(y | 2)]

where sg denotes stop-gradient.

Thus no gradient passes through the reference-side score, while o determines how strongly
that score follows the current policy.

For a labeled pair p = (z,y*,y ™), define

Bo(p) = (toly™ | 2) = (" | @) = (taly™ | @) = €My~ | ).
The pointwise objectives are

2
6) . topo(0;p) = —loga (87 Ap(p)) -

fwolt:p) = (Bolr) - 5

If w;(p) denotes a pair weight, the common minibatch objective is
Ly > @i(p) turo (6; p),
’Bt|
PEB:
where fypo is the IPO or DPO loss above. The pair weights are specified below.
Optimization. Both objectives use AdamW with batch size 1, gradient accumulation 4, learn-
ing rate 107°, gradient-norm clipping at 1, linear warmup ratio 0.03, one epoch per outer iter-

ation, and maximum sequence length 1537 tokens. Unless stated otherwise, the random seed is

0.
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H.2 Transitive setup

Fixed transitive preference pool. We construct the offline pool from the NVIDIA HELP-
STEER response-level data [Wang et al., 2024]. For every response y, we average the five available
attributes,

1
S(y) = g (Shelp(y) + Scorrect (y) =+ Scoherent (y) + Scomplex (y) + Sverbose (y)) .

After deduplicating responses, we retain prompts with exactly four responses. All six unordered
response pairs are included, with the higher-scored response labeled 3™ and the lower-scored
response labeled y~; exact score ties follow the deterministic construction order. Because every
orientation is induced by the same scalar score, the resulting labels are transitive. The pair
pool and labels remain fixed throughout training.

Prompt-aware pair sampler. Let P, be the six labeled pairs for prompt . At the beginning
of outer iteration ¢, the current policy assigns each pair the length-normalized margin

mu(p) = G(y™ | z) = by~ | 2).
The model-induced distribution over pairs is

exp(Tmy(p))
prep, XP(Tmu(p'))’

ult(p\w):Z

and the actual sampling distribution is

alp|z)=(1-¢) |(1- A),;x| T uelp | @) +|P1‘

We use 7 = 1 and € = 0.05. Prompts are sampled uniformly without replacement within an
outer iteration, and two pairs are then sampled with replacement from ¢, (- | z) for each selected
prompt. The sampled value ¢;(p | ) is used as the raw loss weight. Across the sampled training
set, these weights are divided by their mean and then clipped to [0.1, 10].

Each IPO outer iteration selects 500 prompts and therefore 1,000 pair draws. Each DPO
outer iteration selects 250 prompts and therefore 500 pair draws. No reward model is queried,
and neither the candidate responses nor their binary labels are regenerated.

H.2.1 Fixed-support entropy evaluation

The data-construction pipeline writes a reproducibly shuffled file of 1,000 prompts with their
four dataset responses. For each run, 500 of these prompts are sampled with evaluation seed
123, and their four responses form a panel

V(@) ={y1,...,ys}.
This panel is fixed for all outer iterations. It is sampled from the same prepared HelpSteer
prompt universe as the pair pool and is therefore a fixed measurement panel, not a disjoint
held-out training split.
At the beginning of outer iteration ¢, before the next update, we form
exp(T4y(y; | ©))
yev) exp(Tl(y’ | )

with 7 = 1. The reported metric is the mean finite-support entropy

Hi= o | 3 alylo)lognly] o)

z yeY(x)
This is entropy over four fixed candidate responses and should not be interpreted as the entropy
of the full open-ended generation distribution.

pe(y; | x) = 5
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Transitive sweep. For both MRS-IPO and MRS-DPO, we report
a € {0.5,0.6,0.7,0.8,0.9,0.95,0.97,0.99}, A € {0.5,0.9}, B =1.

All curves and table entries use the same 100 pre-update snapshots ¢t = 0,...,99, with one run
per configuration and seed 0.

H.3 Cyeclic setup

The cyclic protocol uses the same HelpSteer source, exact-four-response filter, Qwen/LoRA
implementation, pair sampler, optimizer, and fixed-support entropy definition as the transitive
protocol. The only change is the orientation of the fixed binary labels.

For each prompt, the four responses are ordered by decreasing mean HelpSteer score and
denoted o, y1,y2,y3. We construct the full six-edge tournament

Yo = Y1, Y1~ Y2, Y2 > Y3, Y3 > Yo,
Yo = Y2, Y1 -~ Y3.

The first four edges form the directed cycle, while the last two complete the tournament so
that cyclic and transitive prompts contribute the same number of offline pairs. The builder
stores § = 1 for each synthetic comparison; the trainers consume the resulting chosen/rejected
orientation. The six orientations remain fixed throughout training.

Pair sampling and weighting use the same ¢;(p | =) as in the transitive setup, now over the six
cyclic-tournament edges. In particular, 7 = 1, € = 0.05, two pairs are drawn with replacement
per selected prompt, normalized weights are clipped to [0.1,10], IPO uses 500 prompts (1,000
pair draws) per outer iteration, and DPO uses 250 prompts (500 pair draws).

The common completed configurations plotted for both objectives are

(a, M, ) € {(0.1,0.1,0.01), (0.5,0.5,5), (0.99,0.8,1)}.

They use seed 0 and are compared over ¢t = 0,...,99. The IPO-only run at (0.99,0.8,10) is
excluded from the matched comparison. The shared (0,0, 0.01) baseline is also excluded because
the available runs end at ¢t = 49. For evaluation, 500 prompts are selected with seed 123 from
the cyclic data file, and the same four ordered dataset responses are held fixed as Y(x) for the
entire run.

H.4 Additional entropy results

Transitive terminal entropy. Table 1 reports the iteration-99 values corresponding to Fig-
ure 2. For IPO, terminal entropy declines steadily as « increases and approaches zero at the
most self-referential settings. DPO enters the low-entropy regime at substantially smaller «,
although its terminal values are not strictly ordered at the most aggressive settings.

Across nearly the entire grid, IPO retains more fixed-support diversity than DPO at the
same (a, A\, B). Together with the trajectories, the endpoint table shows that the conservative
IPO target delays feedback-driven concentration, whereas DPO reaches the low-entropy regime
under weaker self-reference.

Cyclic terminal entropy. Table 2 gives the matched iteration-99 values for the three com-
pleted cyclic configurations common to IPO and DPO. The middle configuration remains diffuse
for both objectives, while the other two configurations are concentrated by the endpoint.
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MRS-IPO, t =99 MRS-DPO, t =99
o A=05 A=09 X=05 X=09

0.50 1.187 1.174 0.484 0.320
0.60 1.145 1.134 0.377 0.265
0.70 1.075 1.067 0.285 0.196
0.80 0.946 0.922 0.188 0.174
0.90 0.621 0.605 0.123 0.098
0.95 0.357 0.329 0.084 0.093
0.97 0.217 0.216 0.119 0.134
0.99 0.106 0.091 0.189 0.210

Table 1: Mean fixed-support entropy at iteration 99 for the complete transitive Qwen2.5-1.5B
sweep at 8 = 1. Each entry is one seed-0 run averaged over the fixed 500-prompt, four-response
evaluation panel.

(a, ), B) MRS-IPO, t =99 MRS-DPO, ¢ = 99

(0.1,0.1,0.01) 0.150 0.219
(0.5,0.5,5) 1.282 1.234
(0.99,0.8,1) 0.096 0.177

Table 2: Mean fixed-support entropy at iteration 99 for the completed cyclic configurations
shared by IPO and DPO. Each entry is one seed-0 run averaged over the fixed 500-prompt,
four-response evaluation panel.
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